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1. Introduction

Reliability is a crucial parameter in the design and operation of particle

accelerators, and has been identified as a key factor limiting the viability of par-

ticle accelerators for many commercial applications such as energy production

and waste-transmutation, which require a maximum downtime of a few seconds

daily [1, 2]. This level of accelerator reliability is beyond the ability of exist-

ing machines [3–9]. Current research into particle accelerator reliability at the

machine design stage have utilised conventional techniques such as Reliability

Block Diagrams (RBD), Fault Tree Analysis (FTA), etc. [10–12] Although due

to the bespoke nature of many of these machines the limited data for component

reliability and failure modes limits the applicability and validity of conventional

reliability analysis techniques [13].

In many existing accelerator facilities reliability focuses on identifying fail-

ures after they occur, where knowledge of failures is generally localized to spe-

cific failures in a subsystems (e.g. sparking in RF systems), the issue with this

approach is it cannot be generalised. This is exacerbated by the large number

of subsystems in an accelerator and the limited data on failures available for
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many subsystems. Several researchers have developed particle accelerator, ma-

chine specific, techniques to examine reliability such as; AvailSim 1.0 for the

International Linear Collider [14], AvailSim 2.0 for International Fusion Mate-

rials Irradiation Facility (IFMIF) [15] and Monte Carlo based simulations for

a linear collider [11]. These software packages have been to a certain extent

validated against operating machine data, but are very reliant on the quality

of data (e.g. MTBF, MTTR) fed into the simulations, and as mentioned ear-

lier this data is not generally available (especially in case where the machine in

question has not yet been built).

A better method to address accelerator reliability is a system-agnostic ap-

proach, as this reduces the dependency on needing to know all potential system

failures and all potential combinations of failure modes. In this paper we present

our advances to develop a system-agnostic approach to precognitive identify fail-

ure, i.e. to identify in real time a particle accelerator trip before the machine

trip occurs. This development is driven in part by recent improvements in data

acquisition technologies (e.g. fast Field Programmable Gate Arrays (FPGA))

and the need to record increasing amounts of data from existing particle acceler-

ators, generating large amounts of data for individual particle bunches[16]. This

bunch data contains information about both normal and non-normal accelerator

operation. These large datasets, such as the Oak Ridge National Laboratory’s

Spallation Neutron Source (SNS) pulse data are ripe for data mining and analy-

sis. During SNS accelerator operation a machine trip causes data acquisition of

the beam current in three different time positions relative to the machine trip.

The first, is data for a pulse that successfully passed through the accelerator

in normal operation, just prior to the machine trip. The second, is data for

the pulse in the machine at the point of trip. The third is data for the pulse

that passes through the accelerator after the machine restart. This paper builds

upon the holistic machine learning approach presented in [17] to identify ma-

chine failures before they occur, looking for emergent behaviour in the massive

pulse datasets, identifying patterns and inference without explicit instructions.

Although machine learning approaches were first applied to particle accel-
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erator in the 1980s [18, 19], with application to areas such as beamline control

feedback [20, 21] it has only recently seen a significant increase in machine learn-

ing method applications, such as; LLRF feed forward control [16], RF pulses

shape [22] and RF gun temperature control [23].

The authors of [17] used a machine learning approach based on binary clas-

sifiers to predict SNS machine failures via beam current measurements before

the machine trips actually occurred with almost 80% accuracy. The authors

of [17] demonstrated that tuning classifier parameters and pulse properties for

refining datasets lead to almost 92% accuracy in classification of trip prediction.

Although in practice for an accelerator, with an average number of pulses per

day around 4.7 × 106, the approach of reference [17] results in 3.8 × 105 good

pulses incorrectly labeled as pulses leading to a machine trip. Importantly [17]

establishes there is information about impending machine failure encoded in the

pulses prior to machine failure.

In this paper we build upon the approach of [17], looking at emergent be-

havior that could be indicative of imminent machine failure from beam pulses

passing through the SNS accelerator normally. In the first part of the paper we

measure the performance of previous methods on the newly acquired data and

analyze any potential shortcoming. In the second part of the paper we propose

and measure the performance of an updated classifier based on the newly discov-

ered information. We finish by presenting metrics to support the feasibility of

the new classifier to be used in a real-world installation to pre-emptively predict

accelerator failures. We conclude the paper by presenting some next steps.

2. Motivation

With the availability of new SNS data some of the assumptions and results

from previous work can be revisited and validated.

The results in [17] indicated the presence of trip information in the bad pulse

preceding the trip but the 82% precision was not high enough for a real-world

application as the number of False Positives would lead to reduced accelerator

performance. In this paper we investigate if the applications and improvements
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of the methods on the new data can yield better results more suitable for real-

world applications.

Furthermore, due to the limitations of the data in [17] the assumption was

made that the After pulses were representative of normal operation data. As

new data is available (data acquired when machine is in normal operating mode)

we revisit the assumption in this paper as it is crucial to the proposed classifi-

cation method.

Previous work also avoided to address the question of classification speeds,

a crucial requirement for any real-world applications.

Hence, this paper addresses the issues from previous work and tries to lay

solid foundations for a real-world application of a failure prediction system.

3. Terminology

The research in this paper uses data from the SNS Differential Beam Current

Monitor (BCM) acquired in March 2021. The BCM system acquired data on two

occasions; the first is a failure of the machine leading to the Machine Protection

System (MPS) to abort the beam, the second is a time-based interval data

acquisition that happens every 20 minutes on a regular basis and is not failure

related. We refer to the data from the first scenario as trip data and the later

as notrip data.

The SNS machine runs at an operational rate of 60Hz meaning there is

about 16 milliseconds between two consequent pulses during normal operation.

We refer to these 16 milliseconds as the time budget available to make the next-

pulse prediction. When measuring classification speeds we measure against this

budget.

Each acquisition results in a file containing 29 pulses. If the acquisition

has been triggered by the MPS system, the file contains 26 pulses leading up

to the machine trip, the pulse that was aborted by the system and two pulses

that successfully pass through the machine once the operational state has been

restored. The 26 pulses leading to the trip are tagged with labels Before-25

to Before-1 and Before being the last pulse that successfully passed through
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the machine before the pulse with the failure. The two pulses after the trip

are labeled as After and After+1 respectively. The tripping pulse has the tag

During. The file might contain less than 26 pulses prior the trip if there was

not enough pulses between the two failures.

The files acquired on a time interval basis always contain 29 pulses that are

not trip related but contain same tags due to the nature of the system.

In our research we refer to all the pulses leading to the trip (tagged Before-25

to Before) as bad pulses as they lead to a failure of the machine. Similarly,

also for historical reasons we refer to the After and After+1 pulses as good

pulses as we assume they do not lead to a machine trip. We refer to the newly

acquired, no-trip pulses simply as notrip pulses to make the distinction from

good pulses. To be consistent with the terminology in the anomaly detection

field, as the fault is the anomaly in the normal operation of the machine, we

label the bad pulses with the positive label 1 and the good (or notrip, depending

on the case) with the zero label 0.

In this paper we refer to the classification of the bad and good pulses as the

Before-After (BA) method and the classification of the bad and notrip pulses

as the Before-Notrip (BN) method.

Using the terms from above, we can state that our research is focused on

building a binary classifier capable of identifying and separating good pulses

from bad pulses.

In the paper we use the term True positive (Tp) to label the correctly iden-

tified bad pulse (i.e. presence of anomaly, raised alarm), the term False positive

(Fp) as a good pulse being falsely identified as bad (i.e. no presence of anomaly

but raised alarm), the term False negative (Fn) to label a bad pulse mislabeled

as good (i.e. presence of anomaly, no raised alarm) and True negative (Tn) as

the good pulse correctly labeled as good (i.e. no anomaly, no alarm)

For the purpose of predicting failures, we focus on the following two: The

Tp measure is important as it tells how many bad pulses a classifier is capable

of detect therefore higher is better. Fp would determine how many false alarms

there would be as good pulses would be mislabeled as bad. Given the nature

5



of the machine (much more good than bad pulses) it is more important to keep

Fp low than Tp high, as there is already a system capable of preventing failures

while they happen (the MPS system).

When measuring the performance of classifiers we use the term precision (P )

as

P =
Tp

Tp + Fp

Precision measures how many relevant results are returned by the classifier (i.e.

how many of the actual failures are detected) Similarly, we define recall (R) as

R =
Tp

Tp + Fn

which measures the ability of the classifier to find all the anomalies (i.e. raise

all the appropriate alarms).

For example, a classifier with high recall but low precision will return many

results, but most of its predictions will be incorrect when compared to the

training set. Similarly, a classifier with high precision but low recall is the

opposite, it will return very few results, but most of its predicted labels will be

correct if compared to the training set. We aim for a classifier with both high

precision and high recall as it will return many results, with all results predicted

correctly.

For every iteration and use case of the classifiers in this paper we use both

an exhaustive 5-fold cross-validation on the train set during training phase and

a separate measurement against the independent test set once the model is

trained. We mark the results throughout this paper from cross validation with

label CV and independent results with Test respectively.

We omit listing standard deviation values from the results as they were

always in the 1-2% range regardless of analysis and classifier.

Throughout the paper we provide precision and recall metrics where appli-

cable as they give a good rough estimate of classifier performance. We present

thorough analysis of Tp and Fp in the results section together with Receiver

Operating Characteristics (ROC) and Precision-Recall plots.
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4. Dataset, classifiers and validation

The source for our dataset is BCM acquired files in March 2021. We’ve

picked 6.987 trip related files and 1.699 notrip files acquired during normal

operation.

The BCM system records data at a speed of 100 MHz, storing each pulse as

a waveform (i.e. array) of 120.000 datapoints. The duration of each acquisition

is 1.2 milliseconds and the distance between two points in the array is 0.0001

milliseconds. A duration of a single pulse is about 1 millisecond in the acquired

waveform.

Every pulse entry also contains measurements from both beam current mon-

itors, referred to as Trace-1 (upstream in the accelerator, closer to the source)

and Trace-2 ( downstream in the accelerator, closer to the target). We use

the measurements Trace-1 in our research as we did not measure significant

difference in performance between the two.

A pulse is in SNS terminology officially referred to as a macropulse. One

such macropulse is composed of many smaller minipulses. The number of these

minipulses is controlled by a control system parameter bWidth. This parameter

is stored in the pulse metadata in the file alongside the pulse timestamp etc.

Figure 1 shows the overall structure of the three waveforms representative

of the three pulse types: bad (Before), good (After) and no-trip related. We

include the magnitude and phase spectrum plots generated using Fast-Fourier

Transform (FFT) as the differences between the raw waveforms are hard to

establish.

We compose each of the train and test datasets in the following fashion:

1. extract the required pulses from the files (e.g. Before and After) into

separate sets,

2. perform random shuffle and split pulses into 80% train and 20% test sets,

3. label accordingly (e.g. 1 for Before and 0 for After)

4. join data to form X and y tuples (for train and test respectively)
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Figure 1: Overall structure and differences of the three types of waveforms (Before, After and
Non-trip): macro pulse structure (A), mini pulse structure (B), Magnitude spectrum (C) and
Phase spectrum (D)
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For analysis we only use pulses with the bWidth parameter greater than

900 as advised by SNS experts since lower values are probably not a good

representative of normal operation i.e. could be odd erroneous beam or beams

during beam studies. Using this filter removes some of the sample files rendering

the total dataset size lower than the file count.

When the MPS system trips the machine it registers the alarm value raised

by the MPS system. The value is a bitmask of the signals that triggered the

trip. We distinguish two different types of trips based on what the signal bit

mask is. The pulses with the alarm value of 48 (bitmask 00110000) indicate

a trip where no beam loss (NBL) occurs, as the pulse was inhibited before it

was injected into the accelerator. The MPS inhibits pulses if the difference in

signal between two consequent pulses (Before-1 and Before) is above a certain

threshold. Alternatively, all other signal bitmasks represent a trip where beam

loss (BL) occurred, as the MPS system aborted an ongoing beam when the

difference between the upstream and downstream beam current measurements

was above a certain threshold.

The NBL dataset is composed of 11.850 pulses (5.790 good and 6.060 bad)

and the BL of 1.953 (1.576 good and 377 bad) pulses respectively.

In this paper we perform the validation of previous method on the NBL

dataset and the performance analysis of the classifiers on two datasets, composed

of NBL and BL pulses respectively, as the ability to predict the two types of

trips has different implications.

As the classifier we use the Random Forest (RF) classifier with the default

setting of 100 estimators, keeping the rest of the hyperparameters default too.

We have evaluated the other 3 top performing classifiers listed in [17] during the

writing of this paper. On a smaller subset of data the performance of k-Nearest

Neighbours (kNN) and Gradient Boosting (GB) classifier was very similar to

RF results. Performance issues emerged when tested against the whole dataset,

as Linear Regression failed to converge, kNN classification time was too slow

(around 30 milliseconds) and the training time for GB was too long (8 hours).

Based on this results we decided to exclude them from analysis.
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The analysis were run on a computer with Intel i7 processor with 8 1.8Ghz

cores. Analysis code was written in python using the scikit-learn package. Un-

less stated otherwise all methods use the default hyperparameter settings as

listed in the scikit-learn package documentation. For model persistence we use

the dill [26, 27] package .

We’ve investigated potential contamination of Before pulses due to the na-

ture of the data acquisition system (the resulting 29 pulses are merged from 2

separate buffers). We found that the before pulses were always exactly 0 pulses

from the next trip pulse, whereas the notrip pulses were at least few 1.000 pulses

away.

Training models on pulses of specific bWidth yielded results similar or worse

than the baseline, so we did not proceed with further investigation in that

direction.

Although recommended and considered best practice, data scaling using

standard scaler yielded nearly identical results as the baseline so we did not

include it in classification pipeline.

5. Validation of previous method

Previous work [17] established that the bad and good pulses can be distin-

guished by a classifier with an up to 82% precision. In this section we address

this result with the new data and set a baseline. We refer to the method and

the dataset as Before-After (BA).

For validation we’ve compiled a dataset of Before and After pulses, split

80/20 for train and test (9262 and 2316 pulses respectively). We measured

precision, recall and average classification speed for both the train-set cross-

validation and final evaluation with the test set.

With the availability of the new, notrip data we proceed and test the assump-

tion that the BA model can be used to predict failures when applied to normal

operating data. This was previously not possible as such data was unavailable.

For this purpose a Before-Notrip dataset was compiled composed of Before

and Notrip pulses, split 80/20 train test as before, yielding 9479 and 2370 pulses
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Table 1: Performance of the Random Forest (RF) classifier on the Before-After (BA) and
Before-Notrip (BN) datasets

Train–Test dataset Metric Precision Recall Speed

BA–BA CV 0.92 0.73 0.046 ms
BA–BA Test 0.92 0.74 0.24 ms
BA–BN Test 0.42 0.74 0.20 ms

respectively.

Table 1 shows the results for classifiers trained on the BA dataset and eval-

uated against both BA and BN test sets. The results listed confirm that a

classifier can make a distinction between good and bad data. Unfortunately

it also shows that the data previously assumed as good might not be a good

representative of normal operating data as it performs worse when classifying

actual notrip operations data.

Listed classification speed confirms that classification can be performed within

the 16 millisecond time budget. We attribute the longer classification time on

the test dataset to two reasons: during CV, the training datasets are smaller

hence the decision trees are potentially smaller. Second, the RF classifiers

trained during CV are mostly over-fitted hence the traversal of those decision

takes less time compared to when classifying the test data.

We identified and investigated two potential causes of why the classifier

performs differently when using notrip data as compared to good data.

First, we assumed the After pulses could be contaminated by the just-

occurred trip hence different from the normal operating pulses. They could

also be affected by the state of the recovered machine as they were the first

pulse to pass through successfully. We ran the same analysis using the second

successful pulse tagged After+1 pulse but the obtained results were unchanged.

Second, we observed that the good pulses tend to be much closer to the next

trip as the notrip pulses. Figure 2 shows the distribution of measured distances.

Using this we proceeded and removed pulses from the dataset based on the

distance to the next trip and measured the differences in classifier performance.

The results are listed in Table 2 where we can observe that classifier performance
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does increase when pulses closest to the trip are incrementally removed.

Figure 2 also shows that some After pulses are also Before pulses, as the

distance to next trip is 0. We could potentially classify this as dataset contam-

ination and it could explain the better performance metrics when tested only

on BA dataset.

Figure 2: Distribution of distances (in pulses) between a good pulse and the next trip pulse
for the two different datasets: Before-After (BA) and Before-Notrip (BN).
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6. New baseline

Using the new results from Section 5 we change the approach and start

training classifiers on Before and Notrip (BN) data, as we know the latter to be

a better representative of normal operations. The No-beam-loss(NBL) dataset

is composed of 11.578 pulses, the Beam-loss (BL) of 1.953 (1.576 good and 377

bad) pulses respectively. The datasets are split 80/20 for training and testing.
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Table 2: Performance of the RF classifier trained on BA dataset, incrementally removing
pulses based on distance to next trip and tested to BN dataset.

Distance to next
trip (in pulses) Precision Recall

0 0.43 0.69
1 0.44 0.73

10 0.43 0.69
100 0.44 0.72

1.000 0.48 0.89
10.000 0.49 0.90

We measured precision, recall and average classification speed for both the train-

set cross-validation and final evaluation with the test set. Table 3 shows the

performance of the RF classifier on the BN dataset confirming it can make the

distinction between bad and notrip pulses.

Table 3: Performance of the RF classifier on the Before-Notrip (BN) dataset, for both No
Beam Loss (NBL) and Beam Loss (BL) type of trips

Train–Test dataset Metric Precision Recall Speed

BN–BN NBL CV 0.81 0.55 0.09 ms
BN–BN BL CV 0.87 0.49 0.09 ms
BN–BN NBL Test 0.84 0.57 0.48 ms
BN–BN BL Test 0.96 0.59 0.45 ms

7. Improvements

In the following section we investigate different methods and adjustments

as an attempt to improve the baseline performance listed in Table 3. All the

results from this section are summarized in Table 4 and Table 5.

7.1. Frequency domain

As presented in Figure 1 there are no obvious differences between the raw

waveforms of good, bad and notrip types. In this section we examine if any

differences can be emphasized when transforming the waveforms into frequency

domain using the Fast Fourier Transform (FFT).
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The transformation is performed using numpy’s fft functions generating the

default half-sample-size (60.000) coefficients from the original waveform. We

keep the default to avoid unnecessary information loss. We proceed by averaging

the pulses over the dataset as to avoid per-pulse anomalies, Figure 3 shows that

there is differences in the spectrum of the average pulse of each type. Even

when averaged, the major frequencies stay the same (this does not change if a

smaller subset of even a single triplet of pulses is considered).

We include Before-25 pulse amplitude and phase in Figure 3 as to hint that

it too differs from normal operating, notrip data.

For reference, the top 10 represented frequencies in all pulses are, in descend-

ing order: 833Hz, 1.6kHz, 2.5kHz, 5kHz, 1.05MHz, 1.050833MHz, 1.051666MHz,

2.102500MHz, 2.103333MHz, and 3.154166MHz. The frequencies around 1.05

MHz and its multiples are the mini-pulses harmonics (as the minipulse chopper

runs at 1 microsecond). The rest of the frequecies we cannot correlate to any

machine characteristics.

7.2. Principal Component Analysis

As our raw data is a waveform it is feasible to try different decomposition

methods. There are two potential benefits to this approach: improved classifier

performance as feature differences are made more clear and improved classifica-

tion speed as the number of features is reduces.

PCA is a statistical procedure that essential converts a set of observations

with an orthogonal transformation into a data set of linearly uncorrelated vari-

ables referred to as the principal components. Each waveform is then represented

by a linear combination of k of these principal components where k is an ar-

bitrary value between 1 and 120.000, all the features. We chose the value of k

to be 100 as it yielded best results and those components combined explained

more than 99% of the original sample variance.

Results in Table 4 show slower classification times when using PCA prepro-

cessing compared to raw data. We attribute this to the time it takes to perform

a SVD decomposition of a waveform prior to classification, an important step
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Figure 3: Magnitude and phase spectrum of the average Before, After and Non-trip pulse
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in the PCA process.

We omit plotting the components as we failed to find any relevance to pulse

type or machine characteristics.

Table 4: Performance of the RF classifier on the BN dataset when using different improvements

Improvement Dataset Metric Precision Recall Speed

FFT + RF NBL CV 0.88 0.52 0.55 ms
FFT + RF NBL Test 0.88 0.51 3.6 ms
PCA + RF NBL CV 0.86 0.55 0.47 ms
PCA + RF NBL Test 0.90 0.55 1.13 ms
FFT + RF BL CV 0.88 0.47 0.54 ms
FFT + RF BL Test 0.98 0.61 3.87 ms
PCA + RF BL CV 0.89 0.49 0.18 ms
PCA + RF BL Test 0.96 0.61 0.86 ms

7.3. Increasing warning time

As the new datasets offers pulses up to 25 pulses before the trip we’ve inves-

tigated the performance of a classifier when trained with pulses tagged Before-x,

x going from 1 to 25 (0 is the baseline). As this classifier would be able to predict

the Before-x type of pulse this would allow the increase of the prediction window

from 1 pulse to N pulse, N being between 2 and 25. We evaluate datasets for

N from 1 to 5 and label these datasets with labels B-1N to B-5N respectively.

This specific analysis is only performed on the NBL dataset as the sample size

of the BL dataset is too small causing classifier performance to drop rapidly.

Table 5: Performance of the RF classifier on different variations of the BN dataset

Dataset Metric Precision Recall Speed

RF, B-1N CV 0.89 0.59 0.05 ms
RF, B-2N CV 0.81 0.55 0.05 ms
RF, B-3N CV 0.75 0.41 0.05 ms
RF, B-4N CV 0.76 0.39 0.05 ms
RF, B-5N CV 0.74 0.37 0.05 ms
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Figure 4: Feature importance of pulses Before (A), Before-1 (B), Before-2 (C) and Before-3
(D). The higher the importance the more important is a feature for classification. x-axis
represents the position within the waveform.
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8. Feature importance

The RF classifier contains the information about which dataset features are

important (and the related importance score) once trained on a dataset. This

information can be used to observe what part of the waveform is the most

crucial when the classification is made. Knowing what region of a waveform is

more likely to contain information about the failure can be used to improve the

detection of failures in the MPS system.

Figure 4 shows this information for pulses with tags ranging from Before to

Before-3. We can observe that the most important features are at the beginning,

at the ramp-up section of the waveform and that the importance drops as we

move away from the tripping pulse. The latter is consistent with performance

loss of classifiers trained on pulses Before-N.
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Figure 5: Receiver Operating Characteristic (ROC) curve (A) and Precision-Recall curve (B)
for the three classifiers on No beam loss (NBL) dataset.
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9. Results

In this section we look in detail at classifier performance and how different

improvements impact both Tp and Fp metrics. The Receiver Operating Charac-

teristics (ROC) plots listed in this section show the relation between Tp and Tn

as the classifier decision function threshold (probability of a label) is changed.

Figure 5 shows how the performance of the classifier on the NBL dataset is

improved using different techniques (in ascending order of performance): FFT,

PCA and baseline RF. Similarly, Figure 6 show that the classifier performance

is already better on the BL dataset without any additional improvements, as

PCA and FFT only slightly increase performance.

Figure 7 shows how the performance of the RF classifier changes as it’s

trained to classify Before-N pulses, as N moves from 1 to 5 on the NBL dataset.
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Figure 6: Receiver Operating Characteristic (ROC) curve (A) and Precision-Recall curve (B)
for the three evaluated classifiers on Beam-loss (BL) dataset.
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Figure 7: ROC curve (A) and Precision-Recall curve (B) for the five classifiers trained on
Before-x pulses on NBL data
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The classifier performance on the BL dataset degraded quickly making predic-

tions beyond Before-1 impossible. Regardless, the results tells us it is possible

to distinguish Before-N pulses from normal operation in the NBL pulses, hence

increase warning time, but the performance degrades as we move further away

from the trip pulse.

The classifier threshold probability affecting Tp and Fp values is not visible

in the charts so we list some information separately in Table 6. In that table we

consider two different Fp values: first, we consider a value in the closest order

of magnitude as the probability of a trip during normal operation (roughly

0.000045 1). We refer to this threshold as Tht.The second value for Fp that

is relevant is is 0.01, as it was communicated to us by SNS experts that such

margin of error would be acceptable. We refer to this value as The.

The measurements in Table 6 show that the classifier can be tuned to achieve

the required performance for real-life applications.

Table 6: List of label thresholds and the effect on Tp and Fp for different classifiers

Classifier Dataset Tht Tp Fp The Tp Fp

RF NBL 0.88 0.13 0.00083 0.70 0.32 0.0099
FFT + RF NBL 0.91 0.22 0.00083 0.64 0.44 0.0099
PCA + RF NBL 0.91 0.15 0.00330 0.74 0.38 0.0090

RF BL 0.69 0.58 0.00316 0.41 0.62 0.0094
FFT + RF BL 0.80 0.49 0.00316 0.40 0.64 0.0094
PCA + RF BL 0.96 0.36 0.00293 0.87 0.60 0.0088

10. Conclusions

In this paper we have aimed to validate previous methods on the newly

acquired data and proceed with building and evaluating a classifier capable of

successfully predicting failures. The information we were after was the quality

1The value is calculated by dividing the number of trips in month of March 2021 (cca
7.000) by the estimated number of all possible good pulses during the same period(cca 155
million)
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of predictions and the speed of predictions as those two metrics determine real-

world applications.

In Section 5 we’ve successfully confirmed findings from our previous pa-

per [17] that a classifier can distinguish between Before and After pulses. We’ve

also found that the After pulses, previously assumed a good representative of

normal operation were quite the opposite.

We have then advanced that approach by establishing a new baseline in

Section 6 that a Random Forest classifier can distinguish between bad and

notrip pulses, which is by far a more realistic, real-world scenario.

In Section 7 we listed some intuitive improvements to the classifier while at

the same time measured that all examined classifiers are fast enough to fit in

the 16 milliseconds time budget available.

Section 7.3 shows that the warning time for a failure can be extended to

more than one pulse using the Before-N pulses to train models and in Section 8

we extract, from the classifier, the regions of potential interest in the pulses for

further optimizations of predictions.

Most importantly, we have successfully presented classifiers that are fast

enough (1-3ms) to fit between the time gap between two pulses (16 ms) and

capable of identifying up to 44% of bad NBL pulses and up to 64% bad BL

pulses while maintaining the Fp rate under 1%. The SNS experts confirmed

that such error rate is acceptable and applying mitigation using the classifier

would be an improvement over the current setup. Currently SNS loses more

pulses (beam time) due to downtime due to trips (estimated 55.000) compared

to pulses lost due to false positives.

11. Next steps

As more data is collected, such data can be used to train better models

and as sample sizes increase, more detailed analysis of pulse properties can be

performed. We believe that joining pulse data with related metadats is the

key to further improve classification performance. The MPS system collects

the information on failing systems that can be correlated with the trip pulse
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acquisition. This opens up the opportunity to both better refine the datasets or

investigate potential unsupervised learning approaches to failure identification.
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