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Learn to rotate: Part orientation for reducing support
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Abstract—In design for additive manufacturing, an essential
task is to determine the optimal build orientation of a part
according to one or multiple factors. Heuristic search is used
by the most part orientation methods to select the optimal orien-
tation from a large solution space. Search algorithms occasionally
converge towards the local optimum and waste considerable time
on trial and error. The above issues could be addressed if there
was an intelligent agent that knew the optimal search/rotation
path for a given 3D model. A straightforward method to construct
such an agent is reinforcement learning (RL). By adopting
this idea, the time-consuming online searches in existing part
orientation methods will be moved to the offline learning stage,
potentially improving part orientation performance. This is a
challenging research problem because the goal is to build an agent
capable of rotating arbitrary 3D models, whereas RL agents
frequently struggle to generalize in new scenarios. Therefore,
this paper suggests a generalizable reinforcement learning (GRL)
framework to train the agent, and a GPU-accelerated GRL
benchmark to support the training, testing, and comparison of
part orientation approaches. Experimental results demonstrate
that the proposed part orientation method on average outper-
forms others in terms of effectiveness and efficiency. It is proved
to have the potential to solve the local minima problems raised
in the existing approaches, to swiftly discover the global (sub-
)optimal solution (i.e. on average 2.62x to 229.00x faster than
the random search algorithm), and to generalize beyond the
environment in which it was trained.

Index Terms—Additive manufacturing, build orientation deter-
mination, support volume, generalizable reinforcement learning.

I. INTRODUCTION

Additive manufacturing (AM) or 3D printing refers to
the technique that constructs a 3D part from a model via
joining materials layer by layer. Some AM processes require
additional support structure to balance the part, prevent the
collapse, or reduce the shape distortion [1]. However, utilising
support structure in an AM process could raise additional
issues, e.g. the increase of material waste, build cost, post-
processing cost, and the reduction of part surface quality [1].
To reduce the use of support structure, extensive research has
been carried out, including finding the optimal part orientation
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for reducing the material usage, printing support with soluble
materials, and optimizing support structure. The focus of this
paper is the part orientation for reducing support structure
volume.

Part orientation in AM has been become an active research
area since 1990s, and can be conducted through either a one-
step or two-step methods [2]. The one-step methods tackle the
part orientation issue in one-step normally via heuristic search.
A major issue is that a search algorithm may converge to local
optimum. In addition, the search process is normally time-
consuming since the algorithm needs to explore a huge solu-
tion space to find an optimal build orientation [2]. In contrast
to one-step approaches, two-step approaches first shrink the
search space via creating a set of alternative build orientations,
and then select the optimal orientation from the tailored search
space according to the build orientation factor(s) (e.g. minimal
support structure volume). As heuristic rules or assumptions
are normally adopted in the two-step methods, it is difficult to
guarantee that the truly optimal orientation can be selected in
the first step [2].

Over the past few years, machine learning techniques have
been extensively applied in the area of intelligent manufactur-
ing (e.g. machine speed forecast [3], 3D object recognition [4],
and quality monitoring [5]) since these technologies empower
machines to learn from large amounts of data and discover
complex patterns or relationships that are not apparent to
humans [6]. Motivated by machine learning techniques and
the aforementioned research gaps, this paper presents a novel
learning-based part orientation method named RotNet. The
RotNet is an intelligent agent which learns how to rotate a
3D model to reduce support structure volume (or other build
orientation factors). By adopting this idea, the time-consuming
online searches in existing one-step part orientation methods
will be moved to the offline learning stage. This strategy has
the potential to avoid the time-consuming online heuristic
searches and the local optimum issues raised by most one-
step approaches. A straightforward method to construct such
an agent is reinforcement learning (RL). However, agents
trained by RL frequently find it difficult to apply the skills
they acquired in one task (e.g. how to rotate a 3D model of
rabbit) to another slightly different task (e.g. how to rotate
a 3D model of cat) [7]. Minor changes to the reinforcement
learning environment can result in considerable performance
declines. Developing a generalizable agent that can determine
the best orientation for a 3D model that has not been seen
during training is a challenging task. In addition, there are
not any well-designed benchmarks for testing and comparing
various part orientation methods. To tackle above issues, this



IEEE TRANSACTIONS ON INDUSTRIAL INFORMATICS 2

paper presents a generalizable reinforcement learning (GRL)
framework for training the RotNet, and a GPU-accelerated
GRL benchmark for part orientation tasks.

In summary, the main contributions are illustrated as fol-
lows: (a) a novel learning-based part orientation method for
reducing support structure volume which produces the state-
of-the-art performance in terms of effectiveness and efficiency
on a benchmark dataset, serving as the first trial yet strong
GRL baseline in part orientation; (b) a GRL framework that
could be used to train generalizable agents to perform part ori-
entation tasks outside of the training environment; (c) the first
GPU-accelerated benchmark suite for supporting the training,
testing, and comparison of various part orientation methods,
particularly those based on GRL, in the field of intelligent
manufacturing; and (d) a thorough comparison between the
proposed approach and other methods (i.e. random search,
genetic algorithm, and facet clustering).

The rest of this paper is organized as follows. Section II
makes a brief overview on existing build orientation deter-
mination approaches in the area of additive manufacturing as
well as some relevant research topics. Section III proposed
a novel framework named RotNet that addresses the critical
issues in this research area. Section IV compares the RotNet
to other approaches. Section V discusses the strengths and
relevant issues of the proposed method as well as potential
future work.

II. RELATED WORK

A. Part orientation

In the area of AM, the build orientation refers to the
direction angle of the part built on an AM machine [2]. The
build orientation determination method aims to find an optimal
orientation for a given part according to one or multiple
factors (e.g. support structure volume, build time, build cost,
part accuracy, and surface quality) from a set of possible
orientations, and can be categorized into one-step and two-
step methods [2].

The one-step methods tackle the part orientation issue in
one-step normally via heuristic search. The most frequently
used search algorithm in the one-step approaches is the genetic
algorithm (GA) that is inspired by the biological evolution. A
GA-based approach [8] encodes build orientation factors into
one or multiple fitness evaluation functions, and maintains a
population of build orientations. The build orientations with
low fitness scores in the population will be discarded, whereas
the rests will be utilized to produce a new population via
cross-over and mutation operations. Above process repeats
until an optimal direction is determined. In addition to the
genetic algorithm, different techniques have also been utilized
in the one-step approaches, e.g. non-dominated sorting genetic
algorithm II [9], particle swarm optimization algorithm [10],
method of moving asymptotes [11] and others [12]–[14]. A
common issue arising from most one-step methods is that the
search algorithms have a tendency to get stuck in local optima.
In addition, the search process is normally time-consuming as
the solution space is vast. In multi-objective cases, the one-step
methods also suffer from other issues, e.g. how to determine

the weights of build orientation factors, and how to aggregate
the values of these factors [2]. Since the proposed approach
only focuses on one factor (i.e. support structure volume), the
issues arising from the multi-objective cases are beyond the
scope of this paper.

As noted, exploring an enormous solution space to find an
optimal build orientation is a challenging task. Some two-
step methods have been proposed to shrink the solution space,
and to make the search process more efficient. The two-step
methods first produce a set of alternative build orientations
via heuristic rules, and then select the optimal orientation
from the tailored search space according to certain build
orientation factor(s). A commonly used technique to create
orientation candidates is facet clustering [15], [16]. In this
type of methods, the facets in the STL model are divided
into several clusters via different clustering algorithms. The
central vector of each cluster is regraded as an orientation
candidate. Finally, an optimal orientation is selected from these
candidates according to one or multiple orientation factors.
An issue is that facet clustering may only be suitable for
certain types of 3D models or build orientation factors [2]. In
addition to the facet clustering, alternative build orientations
can also be selected via feature recognition [17], [18], convex
hull generation [19] or quaternion rotation [20]. Since heuristic
rules are utilized in all two-step methods to produce orientation
candidates, it is difficult to guarantee that the truly optimal
orientation can be selected in the first step, which leads to
insufficient flexibility [2].

In summary, a one-step method normally adopts a heuristic
search algorithm to find optimal build orientation from a
huge solution space. This strategy has a tendency to converge
towards local optimum, and is very computationally expensive.
Two-step methods, however, may only be suitable for certain
types of surfaces (e.g. regular surfaces) or certain types of
build orientation factors. These research issues motivate the
proposed method (i.e. RotNet) in the following section.

B. 3D object rotation and manipulation

The part orientation problem could alternatively be trans-
formed into a motion or path planning issue, with the goal
of identifying a set of operations that can be used to move
or rotate a 3D object to achieve a specific objective. This
research area, also known as dexterous manipulation, has been
popular for decades (see [21], [22] for a review). Researchers
in this field typically encode motion-related factors into a
set of heuristic functions and constraints, then optimize the
movement or rotation trajectories via sequential quadratic
programming [23], contact-invariant optimization [24], and
planning [25] algorithms. These approaches encounter the
same problems as one-step part orientation methods, namely
computationally intractable and local minima issues, as online
optimization is typically required for path planning.

In addition to the optimization-based approaches to object
manipulation mentioned above, reinforcement learning (RL)
is used as an alternative methodology. Researchers normally
convert the online search problem (i.e. how to search for
the best rotation/movement trajectory) into an offline learning
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problem (i.e. how to teach an intelligent agent to rotate/move a
3D object in a given environment to maximize expected long-
term performance), and solve it via various RL techniques,
e.g. Q-learning [26], proximal policy optimization [27], [28],
soft-actor critic [29], and policy search [30]. Since the time-
consuming online search process has been moved to the offline
training stage, a real-time system could be implemented using
RL-based approaches. In addition, it has the potential to
produce better results than optimization-based methods if the
RL model is properly trained [27], [28]. Although the long-
term objective of these methods is to create agents capable of
manipulating arbitrary objects, RL agents generally struggle
to transfer their skills acquired from one task to a slightly
different task. The RL-based methods discussed above test the
policies using the exact same or a particular kind of 3D object
that it was trained on (e.g. rubik’s cube in [27], and square
block in [28]).

To address the generalization issue in RL approaches, gen-
eralizable reinforcement learning (GRL), a nascent research
field, has been studied in recent years (see [7] for a review),
and adopted in dexterous manipulation [31], jumping [32] and
gaming agents [33]. Benchmark suites are frequently used in
GRL tasks to evaluate how well an intelligent agent gener-
alizes and have been examined recently. Li et al. presented
a driving simulation benchmark named MetaDrive [34] for
GRL. By combining procedurally generated and actual data,
this framework is able to construct an almost infinite number
of driving maps. Cobbe et al. proposed a game level generation
benchmark named Procgen [35] that consists of 16 different
game environments. Each environment may contain an infinite
number of procedurally generated levels, allowing researchers
to propose GRL gaming agents which could generalize across
game levels. It is observed that existing GRL and its bench-
mark are primarily used to develop autonomous vehicles or
gaming agents. GRL and benchmark for intelligent manufac-
turing have yet to be explored. The framework presented in
the following section could be regarded as the first attempt
of GRL in the field of additive manufacturing. The RotNet
trained via the proposed framework is the first yet strong
GRL baseline for part orientation problem, and the proposed
benchmark is the first testbed to support the training, testing,
and comparison of part orientation methods, particularly those
GRL-based approaches.

III. METHODOLOGY

A. Overview

As reviewed in Section II-A, fast yet effective part orien-
tation for reducing support structure volume in 3D models
is a bottleneck in this research area. Alternately, the part
orientation problem could be recast as a motion or path
planning problem, which is frequently solved by heuristic
search or RL techniques, as discussed in Section II-B. The
search-based approaches encounter the same problems as
one-step part orientation methods, namely computationally
intractable and local minima issues. By adopting this idea
in part orientation, the search algorithm may fail to find an
optimal search path/direction at the beginning of the search

process, which could waste considerable time on trial and
error. In RL-based approaches, however, the online search
problem (i.e. how to search for the best rotation/movement
trajectory) has been converted into an offline learning problem
(i.e. how to teach an intelligent agent to rotate/move a 3D
object in a given environment to maximize expected long-
term performance). This appears to be a practical solution to
part orientation issues. In other words, the intelligent agent
that takes a 3D model as input and predicts next optimal
rotation action is constructed at the offline training stage. At
the online searching (or inference) stage, the above intelligent
agent could make sequential decisions to determine a rotation
path to the optimal orientation based on a given 3D model.
As a result, the time-consuming online searches in existing
optimization-based part orientation methods will be moved
to the offline learning stage, and the performance of part
orientation could be possibly improved.

As reviewed in Section II-B, however, agents trained by
RL frequently find it difficult to apply the skills they acquired
in one task (e.g. how to rotate a 3D rabbit model to reduce
support volume) to another slightly different task (e.g. how
to rotate a 3D cat model to reduce support volume) [7].
Developing a generalizable agent that can determine the best
orientation for a 3D model that has not been seen during
training is a challenging task. To this end, this section suggests
a GRL framework for constructing the generalizable agent
that gains knowledge through interaction with a variety of
RL environments, hence improving generalization to unseen
environments. The system diagram is shown in Figure 1. In
the proposed approach, the behaviour of the generalizable
agent (i.e. RotNet) is controlled by a neural network. At
the training phase, a training environment is sampled via the
benchmark suite. The intelligent agent observes the state of a
3D training model, and predicts the next rotation action. Then,
the 3D model is rotated in the given training environment
accordingly. A new state and its corresponding reward are
produced, and used to update the controllable parameters
of the agent (i.e. parameters in the neural network). This
process repeats until an optimal agent is constructed. At the
inference (or testing) phase, the pre-trained agent is adopted
to predict the optimal rotation actions for a new 3D model
in the unseen environment, and search for an optimal build
orientation from the solution space. To support the training,
testing, and comparison of part orientation methods, particu-
larly those GRL-based approaches, a GRL benchmark suite
is additionally implemented. The proposed benchmark suite is
made up of six components: environment load, which loads
3D models from training or test sets; rotation, which rotates
objects in the environment; state generation, which creates
states for the GRL task; reward calculation, which computes
rewards for performing specific rotations in the environment;
visualization, which depicts the support structure; and support
volume calculation, which estimates the volume of the support
structure.

It is observed from Figure 1 that the proposed system
consists of three components: (1) a GPU-accelerated bench-
mark suite, (2) GRL agent training, and (3) part orientation
determination. These three components are depicted in the
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Fig. 1: The system diagram.

following sections respectively.

B. Benchmark suite
As illustrated in the previous section, a benchmark suite

is required to load a 3D model, rotate the model, calculate
the reward, generate support structure, and then calculate its
volume. In addition, this paper adopts 3D voxelized model
to represent the state of a 3D model as this representation
encodes rich information about the 3D model. Therefore, an
additional voxelization functionality is also needed. To this
end, a GPU-accelerated suite was implemented to attain the
goals, as illustrated in Figure 2.

In the proposed benchmark, each STL model is loaded into
triangle meshes. To perform the model rotation, the coordinate
vector of each vertex in the 3D model is multiplied by the
following rotation matrix:

Fig. 2: The benchmark suite.

R =

cos ζ − sin ζ 0
sin ζ cos ζ 0
0 0 1

 cos β 0 sin β
0 1 0

− sin β 0 cos β

1 0 0
0 cosα − sinα
0 sinα cosα


(1)

where α, β, ζ refer to the rotation angles for X, Y and Z axes,
respectively. In general, a build orientation can be encoded into
a pair of rotation angles (α, β), and the ζ is set as zero [2].
In the support generation component, a facet in a 3D model
is regarded as an overhang–support contact area if the angle
between the normal vector of this facet and vector (0, 0,−1)T

is smaller than a threshold σ (= 90◦ or 45◦) [12], [13],
[20]. To construct support structure for each overhanging facet,
this framework emanates a ray from the centroid of facet in
the direction of (0, 0,−1)T , and finds the nearest intersection
point of the ray and 3D model (or XOY plane) via OpenGL
Mathematics library. The overall support structure volume is
estimated as C =

∑
i Bihi, where Bi refers to the projected

area of the ith overhanging facet on the horizontal plane (i.e.
XOY plane), and hi refers to the distance between the centroid
of the ith overhanging facet and the nearest intersection point
of the ray and 3D model (or XOY plane). Figure 3 illustrates
a 3D model and its corresponding support structure under the
setting σ = 90◦ and 45◦. It is observed that all the triangles
with downward normal vectors in Figure 3 (B) have support
structure, whereas only a part of triangles with downward
normal vectors in Figure 3 (C) consist of support structure.
For model voxelization, another C++ library [36] is adopted to
convert a 3D model represented as triangle meshes into a solid
voxelized model since the RotNet takes 3D grids as inputs. A
few minor adjustments have been made to integrate this library
with other components in the benchmark suite. All the codes
written in C++ (i.e. model load, rotation, support generation,
volume calculation, and voxelization) are integrated into an
external library, that can be called from Python.

C. Generalizable agent construction

The main purpose of this paper is to construct an intelligent
agent that is capable of making sequential rotation decisions.
The agent explores the environment, observes the state st of
the 3D model at time t, and choose a rotation action at based
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Fig. 3: The support structure estimation: (A) the original model, (B) the
support when σ = 90◦, and (C) the support when σ = 45◦.

on the observation. Once the action is taken, the 3D model
is transferred into a new state st+1 and a reward rt+1 is
received. This is a Markovian process where the ultimate goal
is to find an optimal policy that maximises the expected long-
term reward via rotating the 3D model. This paper adopts
3D voxelized model to represent the state of a 3D model
as this representation encodes rich information about the 3D
model. The reward is formulated as rt+1 = ct − ct+1, where
ct refers to the support structure volume of the 3D model at
time t. From this formula, the reward rt+1 is positive if the
action at could decrease the support structure volume, and
negative otherwise. The long-term reward at time t is denoted
as gt = rt+1+γrt+2+γ2rt+3+γ3rt+4+ . . . , where γ refers
to the reward discount factor within the range of 0 and 1
that penalises the rewards in the future. The agent’s behaviour
is encoded into a policy π(a|s) = P[A = a|S = s]. The
expected long-term reward of state s when we follow a policy
π after taking action a is defined as Q(s, a) = Ea∼π[Gt|St =
s,At = a] = Ea∼π[Rt+1 + γRt+2 + γ2Rt+3 + . . . |St =
s,At = a]. The expected reward of state s is defined as
Vπ(s) = Ea∼π[Gt|St = s] =

∑
a π(a|s)Q(s, a). Therefore

the goal of the proposed method is to train an optimal policy
represented as a neural network that could maximise the long-
term reward Vπ(s).

Actor critic trained with proximal policy optimization [37],
one of the most popular policy-based reinforcement learning
algorithms, is utilized in this paper as this technique converges
quickly and performs very well in related tasks [27], [28].
An actor critic structure consists of a policy network and
a value network. The former is adopted to predict the next
rotation action according to the current state s (i.e. voxelized
model), whereas the latter is utilized to estimate the long-
term reward Vπ(s) starting from the current state s. The
network architecture of the proposed method is illustrated
in Figure 4. This multi-branch network maps a 84×84×84
voxelized model to a long-term reward value and rotation
actions for X and Y axes, respectively. Rotation actions are 2-
dimensional and the action space is defined as {−60◦, −45◦,
−30◦, −15◦, −5◦, −1◦, 1◦, 5◦, 15◦, 30◦, 45◦, 60◦}. Suppose
that a predicted action is (−30◦, 45◦), it means that the 3D
model needs to be rotated via the benchmark suite along the
X axis by −30◦ and then along the Y axis by 45◦.

Fig. 4: The network architecture.

In the proposed approach, clipped surrogate objective
(JCLIP), critic loss (Lcritic), and entropy regularization (H)
are adopted to train an optimal policy [37]. The first one is
defined as

J
CLIP

(θ) = E[min(
πθ(a|s)

πθold(a|s)
Aθold

(s, a), clip(
πθ(a|s)

πθold(a|s)
, 1 ± ϵ)Aθold

(s, a))],

(2)

where θ refers to the parameters of the network, πθold(a|s)
is the old policy that was used to generate the trajectory
data for training; πθ(a|s) refers to the policy after updating
the parameters; πθ(a|s)

πθold(a|s)
refers to probability ratio between

the two policies; A(s, a) = Qπ(s, a) − Vπ(s) refers to the
advantage function that measures whether taking action a in
state s will produce a better long-term reward than average.
This loss encourages small changes to the policy, which could
increase the training stability. The critic loss is defined as

Lcritic(s) = SmoothL1(Vθ(s), Vtarget), (3)

where SmoothL1 refers to the Smooth L1 loss function;
Vθ(s) and Vtarget refer to the predicted and ground truth
expected long-term reward values, respectively. The entropy
regularization is defined as

H(π(.|s)) = −
∑
a∈A

π(a|s) log π(a|s). (4)

This loss encourages the agent to explore the environment
rather than getting stuck in a local optima. The overall loss
function is defined as:

J(θ) = E[−J
CLIP

(θ) + Lcritic(s) − λH(π(.|s))], (5)

where λ is a hyper-parameter.

The training process is summarised in Algorithm 1. A
number of actors work in parallel to collect training data.
During training, a new 3D model is selected from the training
set every 100 iterations. Each actor runs the current policy
in the environment for a number of time steps, and computes
the advantage value in each time step. Then, the learning algo-
rithm computes the parameter updates via minibatch stochastic
gradient descent with Adam as this optimizer converges to the
minimum very quickly.
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Algorithm 1 The generalizable agent training process
1: for i in 0, 1, 2. . . do
2: parfor actor in 0, 1, 2. . . do
3: if i % 100 == 0 then
4: Pick a new 3D model M from the training set.
5: Load the model M via GPU-accelerated benchmark suite.
6: end if
7: Randomly reset the orientation of M .
8: Run the current policy πθold via rotating M for T time steps.
9: Rescale the rewards and compute advantages A1 . . . AT .

10: end parfor
11: Update the network parameters by minimizing the loss function J(θ).
12: end for

D. Build orientation determination

Once the network is fully trained, it can be used to deter-
mine the optimal orientation for unseen 3D models as shown
in Figure 5. The input of this algorithm is a 3D model which
has not been seen during training, whereas the output is the
optimal orientation selected via RotNet. During the searching,
the 3D model is first voxelized via the GPU-accelerated
benchmark suite, and then passed through the RotNet. The
rotation action is then predicted via the RotNet, and adopted
to rotate the 3D model. The above process is repeated several
times until the time limit is reached. The time restriction could
be set by users based on their requirements. This termination
condition was chosen because it achieves a better balance of
efficacy and efficiency. The orientation of the 3D model is
randomly reset every ten steps in order to avoid getting stuck
in a local optima.

Fig. 5: Part orientation via RotNet.

IV. EXPERIMENTAL RESULTS

This section first describes the dataset and experimental
settings adopted in this paper. Then, a number of experiments
are carried out to compare the RotNet with other part orienta-
tion approaches (e.g. random search, genetic algorithm, facet
clustering).

A. Dataset

As illustrated in Section III, a dataset of 3D models is re-
quired to validate the proposed method and make a comparison
among different approaches. To this end, a large AM dataset
named Thingi10K [38] is utilized since this set contains a large
number of 3D models for 3D printing. This dataset is further
split into a number of non-overlapping subsets according to
the number of facets appeared in each STL file, as shown in
Table I 1. The RotNet is trained on the training set, and the
hyper-parameters of different approaches are tuned according

1Some faulty STL and non-STL files are removed from these sets.

to the validation performances. The final build orientation
determination performances of different methods are examined
on these five test sets. Since using different methods to find the
optimal build orientations for a large number of 3D models is
extremely time-consuming, only 60 3D models from each test
set are utilized for comparison in the following experiments.
In total, 300 (= 60 × 5) 3D models are adopted for testing
and comparison.

TABLE I: The description of dataset.

No. facets No. samples No. facets No. samples
Training Set (0, 5K) 4104 Test Set 3 (10k, 50K) 2136
Validation Set (0, 5K) 513 Test Set 4 (50k, 100K) 600
Test Set 1 (0, 5K) 514 Test Set 5 (100k, 200K) 425
Test Set 2 (5k, 10K) 1175

B. Experimental settings

In this comparative study, the random search part orientation
method is implemented as a baseline. In each step of this
method, it generates two random rotation angles, and rotates
a 3D model around the X and Y axes by these two angles
sequentially. Then, the support structure volume is calculated
via the proposed GPU-accelerated benchmark accordingly.
Finally, the part orientation that produces the minimal support
structure volume is determined.

In the GA-based part orientation method, a genetic algo-
rithm python library named PyGAD [39] is employed. In
this method, the population size, number of solutions to be
selected as parents, parent selection type, crossover type, and
mutation type are initialized as 100, 5, steady-state selection,
single point and random, respectively. The X and Y rotation
angles are encoded into a 22 dimensional vector (or gene).
The above settings are determined according to the validation
performances.

In the facet clustering-based orientation method [16], all the
facets appeared in the 3D model are grouped into a number
of clusters via HDBSCAN* algorithm. The number of clusters
is determined according to the k-cluster lifetime algorithm as
suggested in [16]. The central vector of each cluster and its op-
posite vector are selected as candidate orientations. Finally, an
optimal orientation that requires the minimal support structure
volume is selected from these candidates.

In the RotNet, the learning rate, entropy coefficient, discount
factor, epsilon, and the number of local steps are set as 10−4,
0.01, 0.7, 0.2 and 10, respectively. These hyper-parameter val-
ues are determined according to the validation performances.
During training, the biases and weights in the RotNet are
initialized as zeros and small random values, respectively.
During testing, the orientation of an unseen 3D model in the
test set is determined via the process illustrated in Figure 5.

As illustrated in Section III-B and Figure 3, the support
structure volume of a 3D model could be estimated under
two different settings (i.e. σ = 90◦ or 45◦) according to
literatures [12], [13], [20]. Therefore, this paper makes a
through comparison among different methods under these
two settings respectively. Since the comparison process is
extremely time-consuming, two different desktops with decent
GPUs are utilized in two settings respectively (i.e. an AMD
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Ryzen 5-3600 desktop with a NVIDIA RTX 2070s for the first
setting, and an Intel i9-9900X desktop with a NVIDIA RTX
2080ti for the second setting).

C. Part orientation performance when σ equals to 90◦

As discussed in Section III, the aim of this project is to
propose an effective yet efficient part orientation method that
could reduce the support structure volume. It is essential to
compare different methods at a given time span (e.g. (0, t]),
and check whether the proposed method demands less time to
get the equivalent result. For the jth 3D model in the test set,
the optimal support structure volume achieved from ith part
orientation method until time t (denoted as ci,j,t) is adopted
since this metric can illustrate the performances of different
approaches at each time point. Since the ranges of ci,j,t for
different 3D models vary, this paper normalises the value for
each 3D model between 0 and 1000 and calculates the average
value for the 3D models in the given test set. The average
normalized support structure volume of the ith method until
the time t in a given test set is defined as

ci,t =
1000

K

K∑
j=1

ci,j,t − min(cj)

max(cj) − min(cj)
, (6)

where K refers to the number of 3D models in the test
set; max(cj) and min(cj) refer to the maximal and minimal
support structure volumes of the jth 3D model in the test set
achieved from all part orientation methods.

Figure 6 illustrates the average normalized support structure
volumes (lower is better) achieved from different test sets
under the setting σ = 90◦. It is seen that the average score
values produced by the genetic algorithm and facet clustering
do not change after a number of iterations, which implies
that these two algorithms have a tendency to converge to
local minimum. It is clearly observed that the facet clustering
method produces better results than the genetic algorithm in
most test sets (i.e. set 1, 2, 4, and 5). It suggests that the
heuristic rules adopted in the facet clustering method are
suitable for the current environmental setting (i.e. σ = 90◦)
and also suitable for the 3D models in the test sets. In
contrast to the genetic algorithm and facet clustering, the
scores obtained for the RotNet and random search in different
sets keep decreasing, which implies that these two algorithms
tend to find the global suboptimal solutions from the solution
space. It is also observed that the average normalized support
structure volumes achieved from the RotNet are lower than
those achieved from other approaches, which implies that
the RotNet on average outperforms all other methods on the
dataset in terms of effectiveness and efficiency under the
current setting. It not only solves the local minima problems
raised in the genetic algorithm and facet clustering, but also
finds the global (sub-)optimal solution quickly.

Since the random search and RotNet share similar nature
(i.e. the tendency to find a global suboptimal solution), this
paper makes a comparison between these two methods. Fig-
ure 7 shows the execution time for each method to produce the
same suboptimal score values and the corresponding speedup
values between two methods in the five test sets. It is observed

that a speedup between 24.35x and 229.00x is achieved for
the RotNet. In addition, the performances of the RotNet in
the test set 1 are not as good as those in the other sets.
One possible reason is that the search process in the test
set 1 is very fast since the 3D models in this set consists of
limited number of facets. The RotNet needs to take additional
time in model voxelization and network forward pass, which
could slow down the entire search process. For 3D models
with a large number of facets (models in the test set 2-5),
this additional time can be deemed insignificant because the
support estimation time is substantially longer than the model
voxelization and forward pass time.

160 3D models with high visual complexity are selected
from the Thingi10K [38] and Fusion 360 gallery [40]
datasets to test the generalization performances. 14 compli-
cated 3D models and the corresponding support structure
volume yielded by four approaches are illustrated in Table II,
whereas the rests are shown in the supplementary material.
The top two orientations for each 3D model are highlighted.
It is observed that the facet clustering approach produces the
optimal results for the 1, 7, 9, 10, 11 and 12th 3D models. The
main reason is that these 3D models consist of large smooth
or flat areas which are likely to be detected by the facet
clustering analysis algorithm. Under the current setting (i.e.
σ = 90◦), utilising these flat or smooth areas as bases could
lead to the minimal support structure volume. As a result,
good orientations have higher probability to be yielded by the
facet clustering approach in these models. It is evident from
the table that both RotNet and genetic algorithm perform very
well in finding good orientations. When the genetic algorithm
finds an optimal orientation for a 3D model, the RotNet tends
to find a suboptimal result for this model (e.g. 2, 3, 4, 5, 13,
and 14th models). When the RotNet finds a good orientation,
however, the genetic algorithm has chance to get stuck in bad
local optima as shown in the 7, 8, and 12th models. As a
result, the RotNet tends to produce better average results than
the genetic algorithm as well as the others.

D. Part orientation performance when σ equals to 45◦

Figure 8 shows the average normalized support structure
volumes (lower is better) achieved from different test sets
under the setting σ = 45◦. Similar to the results reported in
Section IV-C, the genetic algorithm and facet clustering tend
to converge towards local minimum. It is observed from the
figure that the facet clustering method produces worse results
than the genetic algorithm, which implies that the heuristic
rules adopted in the facet clustering method are not suitable
for the current build orientation factor [2]. Furthermore, it
is observed that the performances of the facet clustering
method on test set 4-6 are better than those on set 1-3. One
possible reason is that the clustering analysis algorithm tends
to create more clusters (i.e. orientation candidates) for 3D
models with large number of facets (e.g. 3D models in test set
4-6). As a result, good orientations have higher probabilities
to be produced in test set 4-6. In contrast to the genetic
algorithm and facet clustering, the RotNet and random search
aim to find the global suboptimal solutions from the solution
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Fig. 6: The average normalized support structure volumes (lower is better) achieved from different test sets (σ = 90◦).

Fig. 7: The comparison between RotNet and random search (σ = 90◦).

space. It is also observed that the average normalized support
structure volumes achieved from the RotNet are lower than
those achieved from other approaches on five test sets after
time t = 0.10, 0.22, 0.27, 4.12, and 4.22 min, respectively.
This suggests that the RotNet on average outperforms all other
methods on the benchmark test sets in terms of effectiveness
and efficiency.

Figure 9 shows the execution times for the RotNet and
random search to produce the same suboptimal score values
and the corresponding speedup values between two methods in

the five test sets. It is observed that a speedup between 2.62x
and 9.06x is achieved for the RotNet. The performances of
the RotNet are not as remarkable as those in the previous
section. One possible reason is that the support structure
under the current setting is rather complicated. The RotNet
only consists of four simple convolutional layers, which are
insufficient to reveal the relationship between the voxelized
model and potential rotation actions. It might be possible to
improve the performance further utilising a deeper network
to predict rotation actions, and a cutting-edge GPU with very
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Fig. 8: The average normalized support structure volumes (lower is better) achieved from different test sets (σ = 45◦).

Fig. 9: The comparison between RotNet and random search (σ = 45◦).

large memory is required at the training stage as suggested in
[27], [28].

This paper further visualises 160 complicated 3D models
and the corresponding support structure volume yielded by
the four approaches. 14 of them are illustrated in Table III,
whereas the rests are shown in the supplementary material.
The top two orientations for each 3D model are highlighted.
It is observed that the performances of the facet clustering
approach for the 1, 10 and 12th models are not as good as

those in the previous section. The main reason is that the facet
clustering analysis algorithm tends to find flat or smooth areas
from each 3D models. Under the current setting (i.e. σ = 45◦),
however, utilising these flat or smooth areas as bases may not
lead to the minimal support structure volume in these models.
It is also evident from the table that the genetic algorithm has
a good chance to find the global optima, but also has chance
to get stuck in bad local optimal orientations (e.g. 1, 3, 6,
and 7th models). As a result, the RotNet has the tendency to
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TABLE II: Support volume yielded by different approaches (σ = 90◦).

produce better average results than other approaches.

E. Efficiency analysis

This section analyses the efficiency for all methods at differ-
ent stages. The average times taken in 3D model load, rotation,
voxelization, support calculation, neural network forward pass,
HDBSCAN* clustering, and the number of clusters in five
different test sets are illustrated in Table IV. Among these
operations, model load, rotation, support estimation are needed
in all methods. The RotNet requires model voxelization and
forward pass operations, whereas the facet clustering-based
approach requires a clustering operation.

TABLE III: Support volume yielded by different approaches (σ = 45◦).

From the table, it is observed that average model load,
support estimation, and clustering time for a single 3D model
are considerable, and tend to increase as the number of facets
appeared in the 3D models increases. For each 3D model,
the loading and clustering operations are performed only
once at the beginning of the algorithms, whereas the support
estimation operation is conducted multiple times in all the
methods. Therefore, how to minimize the number of support
estimation operations is a key step to improve the effectiveness
and efficiency of different approaches. As illustrated in the
table, the facet clustering-based part orientation approach tends
to group facets appeared in a 3D model into a number of
clusters (e.g. 30.43 to 14078.40 clusters in the benchmark
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TABLE IV: Comparison table.

Model Load Rotation Voxelization Support Estimation Forward Pass Clustering No. Clusters
δ = 90◦ δ = 45◦

Test set 1 7.33ms 0.09ms 2.42ms 0.70ms 0.58ms 1.67ms 51.73ms 30.43
Test set 2 35.82ms 0.10ms 2.27ms 3.57ms 3.09ms 1.14ms 270.95ms 462.77
Test set 3 96.51ms 0.11ms 1.79ms 11.67ms 10.49ms 1.10ms 1072.24ms 1387.02
Test set 4 237.44ms 0.20ms 1.32ms 46.41ms 41.66ms 1.36ms 3729.21ms 4631.45
Test set 5 419.18ms 0.29ms 1.70ms 130.98ms 94.14ms 1.78ms 9196.19ms 14078.40
Random search ✓ ✓ ✓
Genetic algorithm ✓ ✓ ✓
Facet clustering ✓ ✓ ✓ ✓
RotNet ✓ ✓ ✓ ✓ ✓

No. executions Once Multi. Multi. Mult. Multi. Once -

test sets). This strategy could largely shrink the solution space
and minimize the number of support estimation operations if
the heuristic assumptions made in this algorithm are valid.
Motivated by the natural selection, a genetic algorithm tends
to explore the solution space via a number of operators, e.g.
mutation, cross-over, and selection. The RotNet learns how
to rotate the 3D models based on the given orientation factor
at the training stage, and is used to find a rotation path to
the optimal build orientation for each unseen 3D model at
the testing stage. In comparison to the other approaches, the
RotNet needs to take additional time in model voxelization and
network forward pass (about 2.68ms to 4.09ms in total), which
could impose a burden on the search process. Such additional
time can be considered trivial on 3D models with large number
of facets since the support estimation time is much higher than
the model voxelization and forward pass time. For 3D models
with small number of facets (e.g. models in the test set 1), this
burden could clearly affect the performance of the RotNet as
shown in Sections IV-C and IV-D.

V. DISCUSSION AND CONCLUSION

This section discusses the strengths and relevant issues of
the proposed method from three perspectives, namely part
orientation, GRL, and benchmark suite, as well as potential
future work.

The proposed method can be categorised as a one-step
approach according to [2]. It adopts a neural network that
has already been trained using GRL to search across a vast
solution space for a global (sub-)optimal orientation for a given
3D model. By adopting this idea, the time-consuming online
searches in existing one-step part orientation methods will be
moved to the offline learning stage. Therefore, the RotNet
is capable of finding the solution quickly (i.e. on average
2.62x to 229.00x faster than the random search algorithm).
Since the test 3D models have not been seen during training,
global suboptimal rather than optimal solutions are likely to be
produced. In contrast, other approaches (e.g. genetic algorithm,
facet clustering) tend to find a local optimal solution. As
demonstrated in Section IV, some local optimal solutions are
as good as global optimal ones, whereas some local optimal
solutions are not ideal enough. Therefore, the RotNet produces
the best average performances on the benchmark dataset.
Nevertheless, the proposed part orientation method is subject
to several limitations. A major issue is that the RotNet is not
an off-the-shelf method. Whenever the users prefer another
support structure (e.g. tree-like, cellular and bridge support

structure) or change the build orientation factor(s), the neural
network needs to be trained again. In addition, the training
process can be quite time-consuming. It took around three
days to train the network under the first setting (i.e. σ = 90◦),
and one week to train the second network (i.e. σ = 45◦).

The proposed framework is also the first attempt of GRL in
part orientation as well as additive manufacturing. Instead of
designing algorithm which tells the machine exactly how to
search for an optimal orientation, the proposed method learns
how to rotate a 3D model to reduce the support structure
volume (or other build orientation factors). Once the training
is done, it is able to apply the learned knowledge to unseen 3D
models. Experiments conducted in Section IV-C demonstrate
that the RotNet generalizes well beyond the environment in
which it was trained, and improves the search performance.
Adopting GRL to support part orientation as well as indus-
trial automation is therefore a promising research direction,
especially as more and more AM data becomes now publicly
available. A major limitation of the RotNet is the performances
under some experimental settings (e.g. σ = 45◦) are not
remarkable enough due to the shallow neural network adopted
in this paper. It might be possible to improve the performance
further utilising a well-designed GRL method coupled with a
deeper network. A cutting-edge GPU with very large memory
is therefore required at the training stage as suggested in [27],
[28]. In addition, this paper makes a comparison among four
part orientation methods on two datasets. These sets consist
a large amount of 3D models with free-form surfaces. It is
unclear the performances of the proposed method and others
on other datasets with a variety of types of 3D models.

The proposed benchmark suite is the first testbed for the
part orientation as well as GRL in the area of intelligent
manufacturing. It supports the training, testing, and compari-
son of part orientation methods, particularly those GRL-based
approaches. A major issue of the proposed benchmark suite
is that only one single build orientation factor, i.e. the support
structure volume, is adopted. In a real-world application,
however, other build orientation factors (e.g. part property, part
accuracy, surface quality, build time, and build cost) are also
very important. Therefore, current setting may not be sufficient
if multiple build orientation factors are considered. In addition,
the support structure volume is estimated according to the
metrics suggested in [12], [13], [20]. The support point and
structure are determined based on heuristic rules as shown in
Section III-B, so it might be less accurate than cutting-edge
commercial software or mature methods [41]. Although this
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will not affect main findings of this research, more advanced
support point and structure estimation methods such as [41]
will be investigated in future work to improve the benchmark
suite.

In the ongoing work, the remaining issues discussed above
will be studied by exploring advanced deep GRL methods
and adopting more build orientation factors. Another potential
work is to design effective techniques to generate the optimal
build orientation as well as the corresponding support structure
simultaneously.
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