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Abstract

The increasing reliance on software systems across critical domains has significantly amplified the impact
of security vulnerabilities, many of which originate from underlying architectural design flaws rather than
isolated implementation errors. Traditional cybersecurity approaches remain largely reactive, focusing on
patching vulnerabilities after deployment, which often fails to address their root causes. This has led to a
growing emphasis on proactive, secure-by-design methodologies that integrate security considerations
throughout the Software Development Lifecycle (SDLC).

This research proposes an adversary-centric architectural mapping framework that systematically links
software vulnerabilities to their underlying security design principles and corresponding secure design
patterns. The framework leverages structured vulnerability knowledge bases, including Common
Weakness Enumeration (CWE), to identify how adversarial tactics, techniques, and procedures (TTPs)
exploit design-level weaknesses. By establishing traceable relationships between vulnerabilities, design
principles, and architectural mitigation strategies, the proposed approach enables proactive security
decision-making at the design stage.

To evaluate the effectiveness of the framework, a curated dataset of 46 hardware and software CWEs
was analysed and mapped to relevant security principles and design patterns, supported by expert
validation. In addition, the study investigates the capability of contemporary Large Language Models
(LLMs) to reproduce expert-driven architectural reasoning by generating mitigation recommendations
based on vulnerability descriptions. The performance of these models was assessed using defined
evaluation metrics, including pattern-level and principle-level alignment.

The findings demonstrate that while LLMs show promising capabilities in identifying vulnerability
characteristics, they often struggle to capture deeper architectural relationships and root-cause reasoning
required for secure system design. The research highlights the importance of structured, principle-driven
methodologies in bridging the gap between threat intelligence and architectural security practices.

Overall, this study contributes to the field of secure software design by introducing a unified framework
that integrates adversarial perspectives with architectural mitigation strategies, while also providing
empirical insights into the limitations and potential of Al-assisted security analysis.

Keywords: Secure Software Design; Security Design Patterns; Common Weakness Enumeration (CWE);

Adversary-Centric  Security; Architectural Security; Software Vulnerabilities; Secure Software
Development Lifecycle (SSDLC); Large Language Models (LLMs); Al in Cybersecurity
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1. Introduction

1.1. Background and Context

The rapid advancement of technology has led to an increasing dependence on software systems across
critical domains, ranging from essential infrastructure to everyday personal applications (Mead & McGraw,
2005; Ross et al., 2022)[16][23]. While this widespread reliance has enabled significant innovation, it has
also exposed these systems to a growing number of cybersecurity threats. Software vulnerabilities
continue to emerge at an alarming rate, posing substantial risks to both developers and end users (MITRE,
2026; Ross et al., 2022)[23].

Traditional approaches to software security have largely been reactive, focusing on identifying and
patching vulnerabilities after they are discovered (Hafiz et al., 2007; McGraw, 2002)[8][14]. Although such
approaches are necessary, they often result in significant costs and fail to address the underlying causes
of security weaknesses. The risks associated with vulnerabilities after system deployment further highlight
the limitations of relying solely on post hoc mitigation strategies.

A deeper understanding of software security has revealed that many vulnerabilities originate from design-
level flaws rather than isolated implementation errors (McGraw, 2002; Ross et al., 2022)[14][23]. As a
result, there is an increasing recognition of the need to incorporate security considerations throughout
the Software Development Lifecycle (SDLC), particularly during the requirements and design phases (Mead
& McGraw, 2005; Ross et al., 2022) [23]. Unlike implementation-specific solutions, which are often difficult
to reuse, architectural and design-level strategies offer more systematic and reusable approaches to
mitigating security risks.

From an adversarial perspective, modern cyber threats are characterized by evolving tactics, techniques,
and procedures (TTPs) that exploit structural weaknesses within software systems (Das et al., 2022; MITRE,
2025)[3][18]. Addressing these threats requires moving beyond reactive methods toward secure-by-
design approaches, where security is embedded into system architecture from the earliest stages of
development. Engineering trustworthy and secure systems therefore necessitates careful consideration of
requirements, architecture, and design decisions, supported by structured methodologies for identifying
vulnerabilities, assessing risks, and selecting appropriate mitigation strategies.

In response to these challenges, this research focuses on developing an adversary-centric architectural
mapping framework that systematically links software vulnerabilities to underlying design flaws and
corresponding security design patterns. By integrating vulnerability knowledge with architectural
mitigation strategies, the study aims to support proactive security decision-making during system design.
Furthermore, the research evaluates whether Large Language Models (LLMs) can assist in this process by
reproducing expert-driven architectural reasoning when interpreting vulnerability descriptions.

1.2. Problem Statement

The current state of software security is largely characterized by a reactive approach, where vulnerabilities
are identified and mitigated only after they have been discovered or exploited. This strategy is increasingly
insufficient in the face of evolving cyber threats, where attackers continuously adapt their tactics,
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techniques, and procedures (TTPs) to exploit weaknesses in complex software systems. As a result,
reactive mitigation often fails to address the underlying causes of vulnerabilities, leading to recurring
security issues and increased risk exposure.

A significant proportion of these vulnerabilities originate from design-level flaws rather than isolated
implementation errors. However, existing security practices and solutions are often implementation-
specific and difficult to generalize or reuse across different systems. This highlights the need for a proactive
approach to secure software design, where security is embedded into the architecture and design of
systems from the earliest stages of the Software Development Lifecycle (SDLC).

Furthermore, there is a lack of systematic methodologies that effectively link software vulnerabilities to
their underlying design flaws and corresponding architectural mitigation strategies. While vulnerability
taxonomies and threat intelligence frameworks provide valuable insights into attack patterns, they are not
consistently integrated with secure design practices. Addressing this gap requires a structured approach
thatincorporates adversarial perspectives into software design, enabling systems to be inherently resilient
against evolving threats.

1.3. Research Aim and Objectives

1.3.1. Research Aim

The aim of this research is to develop a structured and proactive approach to secure software design by
integrating adversarial perspectives and architectural mitigation strategies into the Software Development
Lifecycle (SDLC).

1.3.2. Research Objectives

1. To critically analyse and categorize existing secure software design practices and principles used
across the software industry within their respective domains.

2. To identify and examine common attack vectors, vulnerabilities, and adversarial techniques
targeting software systems in recent years, based on academic literature, industry reports, and
threat intelligence sources.

3. To develop an adversary-centric architectural mapping framework that links software
vulnerabilities to underlying design principles and secure design patterns, and to evaluate its
effectiveness within the context of the Secure Software Development Lifecycle (SDLC).

1.3.3. Research Questions

This study is guided by the following research questions:

e RQ1: What are the common vulnerabilities and primary risk areas targeted by attackers in current
software systems within their respective domains, and how are they linked to design flaws?

e RQ2: How can a set of design strategies, principles, adversarial threat modelling, and attacker
perspectives be effectively developed and integrated into the Secure Software Development
Lifecycle (SSDLC) to proactively reduce security risks?

12



Although adversarial threat modelling is referenced within the Research Questions, the thesis does not
evaluate threat modelling methodologies as a standalone subject of investigation. Instead, threat
modelling concepts are structurally operationalized through the integration of adversarial threat
intelligence, attacker perspectives, MITRE ATT&CK techniques, CAPEC attack patterns, and CWE
weaknesses to inform secure design decisions. The primary focus of the research is the development of
an adversary-centric secure design framework (detailed in Chapter 3) and the empirical evaluation of
Large Language Models to reproduce that reasoning (analysed in Chapter 5), rather than a comparative
analysis of traditional threat modelling frameworks.

1.3.4. Structure of the Thesis

The remainder of this thesis is structured as follows:

o Chapter 2 — Literature Review: Examines existing research on secure software design principles,
security design patterns, vulnerability knowledge bases, and Al-assisted cybersecurity. This
chapter synthesizes prior work and identifies the research gap addressed in this study.

e Chapter 3 — Methodology: Describes the research design, including dataset selection, the
mapping process between vulnerabilities, security principles, and design patterns, and the
evaluation approach used to assess the proposed framework and the performance of Large
Language Models.

e Chapter 4 — Adversary-Centric Architectural Mapping Framework: Presents the proposed
framework that links software vulnerabilities to underlying design principles and secure design
patterns from an adversarial perspective. This chapter details the structure, components, and
reasoning process of the framework.

e Chapter 5 — Results and Analysis: Presents the findings from the application of the proposed
framework and evaluates the extent to which Large Language Models can reproduce expert-
driven architectural reasoning. The results are analysed using defined evaluation metrics and
supported by examples.

e Chapter 6 — Conclusion and Future Work: Summarizes the key findings of the research, reflects
on the achievement of the research objectives and research questions, discusses limitations, and
outlines potential directions for future work.
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2. Literature Review

2.1. Introduction

This chapter examines the existing body of research relevant to secure software design, vulnerability
analysis, and the application of artificial intelligence in cybersecurity. The purpose of the literature review
is to establish the theoretical and technical foundations upon which this research is built, while identifying
the limitations and research gaps that motivate the study.

The chapter begins by reviewing secure software design principles, which provide the conceptual basis for
building systems that minimize the likelihood of security failures. These principles are then examined in
relation to security design patterns, which translate high-level security concepts into practical architectural
solutions that can be applied during system design. The discussion subsequently explores emerging
approaches in Al-assisted security analysis, particularly the use of Large Language Models (LLMs) to
support tasks such as vulnerability detection, threat intelligence analysis, and automated security
reasoning.

In addition, the chapter examines the role of vulnerability knowledge bases and threat intelligence
frameworks, including the Common Weakness Enumeration (CWE), Common Attack Pattern Enumeration
and Classification (CAPEC), and the MITRE ATT&CK framework, which provide structured taxonomies for
understanding software weaknesses and adversarial behaviour. These repositories play a critical role in
organizing cybersecurity knowledge and enabling systematic analysis of vulnerabilities and attack
techniques.

By synthesizing these areas of research, the chapter identifies key limitations in the current literature,
particularly the lack of systematic approaches that link vulnerabilities, security principles, and architectural
design patterns through automated reasoning. The chapter concludes by outlining the research gap that
motivates the development and evaluation of the framework proposed in this thesis.

2.1.1. Literature Selection Approach

The literature included in this chapter was identified through targeted searches of academic databases
such as Google Scholar, IEEE Xplore, and ScienceDirect, using keywords including secure software design,
security design patterns, CWE, MITRE ATT&CK, Al in cybersecurity, and Large Language Models. The review
focuses primarily on publications from 2020 to 2026, while incorporating foundational studies where
necessary. Sources were selected based on their relevance to secure system design, vulnerability analysis,
and architectural security reasoning.

2.2. Secure Software Design Principles

The theoretical foundations of secure system architecture are established upon the shift from basic
mistake-prevention features to robust mechanisms designed to protect information from deliberate,
unauthorized use or modification. Historically, early computing systems like the IBM System/360
prioritized functionality over security, employing only basic privileged states and protection keys to
prevent accidental memory overwriting (Saltzer & Schroeder, 1975)[25]. It was not until the emergence of
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formal architectural structures that researchers recognized security could not be a "bolt-on" property but
must be integrated as a fundamental characteristic of the system (Mead & McGraw, 2005)[16]. This
realization led to the development of transdisciplinary engineering practices where security is treated as
an emergent property of the entire system life cycle (Ross et al., 2022) [23].

The seminal work of Saltzer and Schroeder (1975) introduced eight foundational security principles that
continue to guide the discipline. Among these, Least Privilege dictates that every program and user should
operate using the minimum set of privileges necessary to complete a task, thereby limiting potential
damage from accidents or malicious exploits. Fail-Safe Defaults require that access decisions be based on
explicit permission rather than exclusion; the default state of any system must be a lack of access.
Complete Mediation mandates that every access to every object be checked for authority, ensuring a
system-wide view of access control. Finally, Economy of Mechanism stresses keeping the design as simple
and small as possible to facilitate thorough inspection and reduce the likelihood of unnoticed access paths
(Saltzer & Schroeder, 1975)[25].

In early secure system design, these principles guided the creation of "impenetrable walls" and the
implementation of the "reference monitor" concept—an abstract machine that mediates all accesses by
subjects to objects (Ross et al., 2022)[23]. However, the philosophy of secure design has evolved
significantly from its historical roots. For decades, the industry followed a reactive "penetrate and patch"
paradigm, where vulnerabilities were addressed only after being exploited (Hafiz et al., 2007)[8]. This
approach often resulted in "aspirin-like" relief for symptoms while ignoring the root cause of design flaws
(McGraw, 2002)[14]. Modern philosophies have shifted toward proactive "secure-by-design" approaches,
which argue that security must be integrated from the ground up and treated on a par with other system
properties like performance and reliability (Mead & McGraw, 2005)[16].

Modern cybersecurity frameworks, such as NIST SP 800-160v1r1, continue to rely on these foundational
principles but expand them into a broader "systems security engineering" discipline. NIST identifies these
principles as essential considerations for "trustworthy secure design," applying them regardless of system
complexity (Ross et al., 2022)[23]. For example, the principle of Protective Defaults ensures that "as
shipped" configurations prioritize loss control over immediate performance, while Least Functionality
reduces the attack surface by prohibiting any system functions not required for the intended mission (Ross
etal., 2022)[23]. These modern frameworks emphasize that a trustworthy system must provide compelling
evidence to support claims that its security requirements have been met with appropriate rigor (Ross et
al., 2022)[23].

Despite their longevity, the interpretation and application of these principles have evolved alongside
contemporary distributed architectures, cloud computing environments, and large-scale software
ecosystems. Complete Mediation, once viewed as a straightforward requirement, is now often considered
impractical in its original form due to the distributed nature of modern networks where access decisions
are split across spam filters, firewalls, and antivirus programs (Ebad, 2022)[5]. Furthermore, in distributed
"mobile agent" architectures, maintaining integrity is more challenging than in traditional models because
mobility exposes sensitive information to potentially malicious remote platforms (Mouratidis et al.,
2005)[20].
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However, several limitations emerge when applying these principles directly to modern distributed
systems. The Economy of Mechanism often faces direct contradiction with Least Privilege; as a system is
tailored to provide only specific, fine-grained privileges, the resulting architecture becomes increasingly
complex, violating the goal of simplicity (Ebad, 2022)[5]. Additionally, rising system complexity and
interconnectedness mean that software bugs can result in cascading failures across an entire environment,
making the original isolated "guard and wall" model insufficient (McGraw, 2002)[14]. Modern systems
must also account for "Veneer Security", where functionality is provided without corresponding assurance,
creating a false sense of security that increases overall risk (Ross et al., 2022)[23]. These principles do not
prescribe specific implementation mechanisms; rather, they provide a conceptual framework that guides
architects in designing systems whose structural properties inherently reduce the likelihood of security
failures.

Ultimately, these foundational principles remain relevant because they provide the "theory of design and
operation" necessary to achieve desired system behaviours while avoiding unintended ones (Ross et al.,
2022) [23]. Because it is impossible to prove that every possible threat has been anticipated, relying on
these principles helps to systematically reduce both the number and seriousness of flaws (Saltzer &
Schroeder, 1975)[25]. They serve as critical warnings for designers: a violation of these principles is a
symptom of potential trouble that must be accounted for throughout the system's life cycle (Saltzer &
Schroeder, 1975)[25].

2.3. Security Design Patterns

While security principles provide high-level guidance for secure system design, they do not directly specify
how those principles should be implemented within software architectures. Security design patterns
address this gap by translating abstract principles into reusable architectural solutions. The concept of
reusable design patterns was popularized in software engineering by the foundational work of the "Gang
of Four," who defined patterns as descriptions of communicating objects and classes customized to solve
general design problems in a particular context (Gamma et al., 1995)[7]. This methodology was
subsequently extended to the security domain to provide a shared vocabulary and proven templates for
recurring security challenges, beginning with the seminal work of Yoder and Barcalow in 1997 (Hafiz et al.,
2007)[8]. Unlike standard design patterns that address general functional requirements, secure design
patterns specifically focus on eliminating the accidental insertion of vulnerabilities into code and mitigating
the consequences of those that remain by distilling proven security practices into reusable architectural
solutions (Dougherty et al., 2009; Panjiyar & Sadhya, 2022)[4][21].

The development of secure design patterns has led to the creation of extensive catalogues that categorize
these solutions based on their level of abstraction within the software architecture. These catalogues
typically divide patterns into architectural-level, design-level, and implementation-level solutions
(Dougherty et al., 2009)[4]. For instance, the Privilege Separation (PrivSep) pattern operates at the
architectural level to reduce the amount of code running with elevated privileges, thereby minimizing the
potential damage from a successful exploit (Dougherty et al., 2009)[4]. At the design level, the Secure
Factory pattern is used to separate the security-dependent logic of creating an object from the object's
basic functionality, ensuring that only objects appropriate for a user's trust level are instantiated
(Dougherty et al., 2009; Liu, 2021)[4][13]. Implementation-level patterns, such as Input Validation and
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Resource Acquisition Is Initialization (RAIl), address lower-level security issues, such as sanitizing external
data to prevent injection attacks or ensuring that sensitive information is cleared from reusable memory
resources (Dougherty et al., 2009)[4].

These patterns serve as a vital bridge, translating abstract security principles into concrete architectural
implementations. For example, the principle of Complete Mediation is implemented through the Policy
Enforcement Point (often referred to as a Check Point), which centralizes access control logic to ensure
that every request to a restricted resource is intercepted and verified against authorization rules (Ross et
al., 2022; Schumacher et al., 2006)[23][26]. Similarly, the principle of Least Privilege is realized through
patterns like Role-Based Access Control (RBAC), which provides a systematic way to assign minimum
necessary rights to users based on their defined roles in the system (Ebad, 2022; Schumacher et al.,
2006)[5][26]. By employing these patterns, architects can move away from an ad hoc application of
principles toward a structured, "engineered" approach to system security (Ross et al., 2022)[23].

Early research in security design patterns often focused on independent, localized collections of
knowledge, which frequently led to overlaps and naming inconsistencies across different catalogues (Hafiz
et al., 2007)[8]. In contrast, recent work in secure software architecture has moved toward a
transdisciplinary "systems security engineering" approach (Ross et al., 2022)[23]. Modern research
increasingly explores Al-assisted methodologies and formalized classification schemes to help architects
navigate the sheer volume of available patterns. The emergence of constraint-based recommender
systems (CBRS), such as SECURE, represents a significant evolution, as these systems can analyse security
requirements and realization contexts to recommend specific patterns like "Passkey Authentication" with
detailed reasoning (Sabau et al., 2025)[24].

Security design patterns are specifically utilized to mitigate recurring vulnerability classes, most notably
code injection attacks. Research demonstrates that patterns such as Intercepting Filters and Input
Validation mechanisms can be integrated into broader architectural structures such as Secure Factory
designs to successfully prevent SQL injection and Cross-Site Scripting (XSS) by sanitizing user input at the
entry level (Liu, 2021; Panjiyar & Sadhya, 2022)[13][21]. Furthermore, the use of Misuse Patterns—which
describe system subversion from an attacker's perspective—allows designers to proactively identify
potential threats and select the corresponding security patterns necessary to stop them (Fernandez,
2010)[6]. This shift from a reactive "penetrate and patch" paradigm to a proactive pattern-based design is
essential for building resilient software ecosystems (Hafiz et al., 2007; Mead & McGraw, 2005)[8][16].

Despite their theoretical benefits, the literature identifies significant limitations regarding the practical
adoption of secure design patterns in the industry. A primary challenge is that many existing patterns are
perceived by developers as too abstract or imprecise for direct application in complex commercial
environments (Sabau et al., 2025)[24]. Furthermore, there is currently no single, comprehensive
repository for secure patterns, making it difficult for practitioners to locate the most appropriate solution
for a specific problem (Hafiz et al., 2007; Liu, 2021)[8][13]. The integration of these patterns also
introduces trade-offs, such as increased system complexity and performance overhead, which can hinder
adoption if not balanced correctly against security gains (Ebad, 2022; Sabau et al., 2025)[5][24].
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In conclusion, while design patterns provide robust architectural mitigation strategies, a critical gap
remains in the existing body of knowledge. Although significant progress has been made in cataloguing
and categorizing these solutions, there is still limited research on systematically mapping software
vulnerabilities to the most appropriate security design patterns (Liu, 2021)[13]. Current research suggests
that formalizing vulnerabilities as "anti-patterns"” may provide the necessary bridge to guide developers in
selecting patterns that address the root causes of security failures, but further empirical studies are
required to mature these selection methodologies (Liu, 2021; Panjiyar & Sadhya, 2022)[13][21].

As the number of available security design patterns and vulnerability classes continues to grow, selecting
the most appropriate architectural mitigation has become increasingly complex. This challenge has
motivated recent research into automated and Al-assisted approaches to support security analysis and
pattern selection.

2.4. Al-Assisted Security Analysis and Pattern Recommendation

To address the limitations of manual architectural review in the face of rising complexity, modern research
has turned toward security design patterns and Al-assisted methodologies to automate and refine security
analysis. Building upon the concept of reusable security design patterns, recent research has explored the
use of artificial intelligence to assist developers in identifying appropriate architectural mitigations for
software vulnerabilities.

Recent literature emphasizes that design flaws account for a substantial proportion of software
vulnerabilities, yet developers often lack the expertise required to select appropriate security mechanisms
(Ebad, 2022)[5]. To bridge this gap, modern approaches have introduced formalized methodologies for
selecting patterns based on "vulnerability anti-patterns"—commonly occurring bad decisions that lead to
security failures (Liu, 2021)[13]. By mapping the root causes of an anti-pattern (such as Cross-Site Scripting)
to the intent of a secure design pattern (such as an Intercepting Filter), developers can proactively secure
systems during the design stage (Liu, 2021)[13].

The integration of Al into this domain is evidenced by the development of constraint-based recommender
systems (CBRS) like SECURE. These systems use knowledge bases and Large Language Models (LLMs) to
answer developer questions and recommend specific patterns, such as "Passkey Authentication," based
on a system's realization context and regulatory policies (Sabau et al., 2025)[24]. Al-assisted analysis allows
for the weighing of conflicting system properties, such as performance versus security, by assigning utilities
to different criteria during the decision-making process (Sabau et al., 2025)[24]. This represents a
significant evolution from historical manual checks to a data-driven, analytical approach that manages the
inherent complexity of modern software (Ross et al., 2022)[23].

Recent advances in Large Language Models (LLMs) have further expanded the potential for Al-assisted
security analysis. LLMs can process natural language descriptions of vulnerabilities, security requirements,
and architectural documentation, allowing them to assist in vulnerability interpretation and security
decision-making tasks that traditionally required expert human reasoning. Furthermore, research has
explored the use of Machine Learning to identify common vulnerabilities and automate the extraction of
knowledge from security repositories (Liu, 2021)[13]. Al-assisted tools can perform architectural risk
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analysis and threat modelling with higher fidelity by processing historical data and emulating adversity
(Ross et al., 2022)[23]. For example, the use of "Sensitivity" metrics allows analysts to calculate the
likelihood that a specific defensive strategy will successfully discover an attack, providing a quantitative
basis for security evaluations (Panjiyar & Sadhya, 2022)[21].

However, the literature also identifies limitations in these Al-assisted approaches. There is currently no
single comprehensive repository for secure patterns, making it difficult for Al models to access complete
and up-to-date knowledge (Liu, 2021)[13]. Moreover, automated tools can lead to a false sense of security
if they lack the rigor to substantiate their security claims through reasoned evidence (Ross et al., 2022)[23].
While Al can recommend a pattern, the "Compositional Trustworthiness" of a system—how multiple
patterns interact—remains a complex emergent property that requires human expertise and auditable
artifacts to verify (Ross et al., 2022)[23].

In conclusion, the evolution of security analysis from manual application of principles to Al-assisted
pattern selection reflects a broader move toward "engineered trustworthiness" (Ross et al., 2022)[23]. Al-
assisted analysis provides a rigorous basis for technical understanding, assisting developers in selecting
appropriate architectural mitigation strategies amidst competing constraints. As these technologies
mature, they will become fundamental to the software development life cycle, enabling the development
of systems that are not only functional but also resilient to evolving security threats. Despite these
advances, relatively little research has empirically evaluated whether modern Al systems—particularly
large language models—can reliably reproduce the architectural reasoning required to map vulnerabilities
to secure design patterns. This gap motivates the empirical evaluation presented in this study.

2.5. Al and Large Language Models in Cybersecurity

Large Language Models (LLMs) have recently emerged as influential tools in cybersecurity research,
supporting tasks such as vulnerability detection, threat intelligence analysis, and automated security
reasoning (Yifan Yao, 2023)[28]. In software security, LLMs are increasingly applied to vulnerability
detection, where they leverage advanced code comprehension to identify weaknesses in programming
languages such as C/C++, Java, and Solidity (Ze Sheng, 2025)[29]. Compared with traditional static analysis
tools, which often suffer from scalability limitations and high false-positive rates, LLM-based approaches
can analyse code semantics and generate human-readable explanations of potential vulnerabilities (Karl
Tamberg, 2024)[11]. In addition to detection, models such as OpenAl Codex have demonstrated the ability
to suggest potential fixes and improvements for vulnerable code segments.

Beyond software vulnerability detection, LLMs have also been applied to cyber threat intelligence (CTI)
and malware analysis. In threat intelligence workflows, LLMs can extract structured insights from large
volumes of unstructured security reports, enabling analysts to build knowledge graphs and monitor
emerging threats more efficiently (Jaffal et al., 2025)[10]. Tools such as ChatNVD demonstrate how LLMs
can interpret vulnerability records from the National Vulnerability Database (NVD) and convert technical
descriptions into contextual summaries that support rapid risk assessment (Shivansh Chopra, 2024)[27].
Similarly, recent research explores the use of LLMs in malware analysis, where they assist in tasks such as
reverse engineering and binary interpretation by providing semantic explanations of low-level instructions
(Hamed Jelodar, 2025)[9]. Automated security tools such as PentestGPT further illustrate how LLM-based
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agents can assist penetration testing by automating reconnaissance, payload generation, and attack
planning activities (Jaffal et al., 2025)[10].

Despite these capabilities, the literature highlights several limitations that constrain the reliability of LLM-
based cybersecurity systems. One widely documented issue is the phenomenon of hallucination, in which
models produce incorrect or logically inconsistent responses while appearing confident in their output
(Shivansh Chopra, 2024)[27]. Studies also show that LLMs often struggle with complex reasoning tasks
such as tracing data flows across large code bases or identifying vulnerabilities that span multiple software
components (Avishree Khare, 2024)[1]. Furthermore, LLM systems are vulnerable to adversarial
manipulation, including prompt injection attacks that attempt to override model instructions or extract
sensitive information (Ben Yaala & Bouallegue, 2025)[2]. Training data poisoning presents an additional
risk, as malicious data introduced during fine-tuning can create hidden model backdoors (Yifan Yao,
2023)[28].

Another limitation concerns the tendency of LLMs to rely heavily on keyword-based pattern recognition
rather than deeper contextual reasoning. As a result, models may correctly identify well-known
vulnerability patterns but fail when security flaws depend on complex architectural relationships or multi-
component system interactions (Ze Sheng, 2025)[29]. These limitations indicate that while LLMs offer
promising capabilities for assisting cybersecurity tasks, their outputs must still be carefully validated by
human experts, particularly when applied to high-level architectural security decisions.

2.6. Vulnerability Knowledge Bases and Threat Intelligence Frameworks

The systematic identification and classification of cybersecurity weaknesses form a fundamental
component of modern defensive strategies. This proactive approach is widely regarded as more efficient
and cost-effective than addressing vulnerabilities after system deployment. Central to this effort is the
Common Weakness Enumeration (CWE), a community-developed taxonomy that standardizes the
description of software and hardware weaknesses (MITRE, 2026)[19]. By categorizing these root-cause
flaws before they manifest as exploitable vulnerabilities, CWE provides a common language for
developers, designers, and security architects to identify and eliminate security gaps early in the system
lifecycle. This proactive approach is significantly more efficient and cost-effective than addressing
vulnerabilities after deployment (MITRE, 2026)[19]. Consequently, vulnerability taxonomies like CWE
serve as a cornerstone for security analysis and the development of secure-by-design systems.

Building upon the foundation of internal weaknesses, the Common Attack Pattern Enumeration and
Classification (CAPEC) provide a structured dictionary of the specific methods adversaries employ to
exploit these flaws (MITRE, 2023)[17]. While CWE focuses on the "what" of a system error, CAPEC
describes the "how" of an attack, detailing the mechanisms and strategies used to achieve exploitation
(MITRE, 2023)[17]. This framework is essential for analysts and educators to understand adversary
operations and to develop robust defences based on known patterns of attack (MITRE, 2023)[17]. By
classifying attack patterns hierarchically, CAPEC bridges the gap between abstract technical errors and the
practical adversarial strategies that target them (Das et al., 2022)[3].
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At a higher level of abstraction, the MITRE ATT&CK framework serves as a comprehensive knowledge base
of adversary tactics, techniques, and procedures (TTPs) derived from real-world observations (MITRE,
2025)[18]. Rather than focusing solely on individual vulnerabilities or specific attack patterns, ATT&CK
models the entire lifecycle of an attack—from initial reconnaissance to final impact (MITRE, 2025)[18].
This framework provides a global foundation for the development of threat models and defensive
methodologies across public and private sectors (MITRE, 2025)[18]. By organizing adversary behaviour
into a structured matrix of tactics, it allows defenders to conceptualize the strategic goals of an attacker
and prioritize mitigation efforts based on observed threat intelligence (Rafiey & Namadchian, 2024)[22].

These three repositories—CWE, CAPEC, and MITRE ATT&CK—form a cohesive, layered security knowledge
model that represents different abstraction levels of cybersecurity information (Das et al., 2022)[3]. In this
hierarchy, CWE represents the foundational vulnerabilities (internal flaws), CAPEC represents the
intermediate attack patterns (exploitation mechanisms), and MITRE ATT&CK represents the high-level
adversary techniques (broader behaviours and goals) (Das et al., 2022; Rafiey & Namadchian, 2024)[3][22].
Linking these layers is vital because it enables a holistic understanding of how technical system weaknesses
relate to real-world attacks (Das et al., 2022)[3]. Without such integration, defenders often lack a
consistent view of how adversaries leverage specific vulnerabilities to achieve their strategic goals, making
it difficult to prioritize security patches and defensive controls effectively (Rafiey & Namadchian,
2024)[22].

The necessity of linking these layers provides the core motivation for an adversary-centric mapping
framework. Modern cybersecurity faces a significant challenge: while new vulnerabilities (CVEs) are
discovered daily, existing repositories are often incomplete, missing the critical links between a
vulnerability, its underlying weakness, and the associated attack techniques (Das et al., 2022)[3]. Manual
mapping by experts is a slow process that cannot keep pace with the speed of automated attacks, leading
to gaps in threat intelligence (Das et al., 2022)[3]. This motivates the development of automated systems
that can rapidly interpret vulnerability descriptions and map them across the layered knowledge model to
provide defenders with immediate, actionable context regarding adversary behaviour (Rafiey &
Namadchian, 2024)[22].

Recent research has turned to Large Language Models (LLMs) to automate these complex mapping tasks.
Das et al. (2022) [3] proposed the VWC-MAP framework, a two-tiered classification system that utilizes
BERT-based models to map vulnerabilities to weaknesses and Google T5 text-to-text models to associate
those weaknesses with attack patterns. Their findings indicate that LLMs can achieve high accuracy—up
to 87% for CVE-to-CWE mapping—by capturing the semantic context of natural language descriptions (Das
et al., 2022)[3]. Similarly, Rafiey and Namadchian (2024) [22] explored using general-purpose models like
GPT-3 to map vulnerabilities directly to MITRE ATT&CK techniques. They argue that this approach is more
cost-effective and scalable than training specialized models, while still achieving results comparable to
high-performing deep learning methods (Rafiey & Namadchian, 2024)[22].

Despite these advancements, the literature identifies several limitations in current research and
automated reasoning systems. A primary challenge is the incomplete nature of existing framework
mappings; many entries in official databases lack ground-truth associations, making it difficult to train and
validate automated models (Das et al., 2022)[3]. Furthermore, there is significant difficulty in translating
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vulnerability descriptions into attack techniques due to terminology variations (Rafiey & Namadchian,
2024)[22]. For example, a model might successfully extract keywords like "execute arbitrary code" but fail
to link them to the specific ATT&CK technique "Hijack Execution Flow" if the terms do not match exactly
(Rafiey and Namadchian, 2024) [22]. Finally, current automated systems often require manual inspection
by experts because fully automated validation approaches do not yet exist, and basic neural networks can
sometimes overfit on specific keywords rather than grasping the full contextual logic of an attack (Das et
al., 2022)[3].

These limitations highlight the need for more structured approaches to linking vulnerability descriptions,
attack patterns, and adversarial behaviour within a unified analytical framework. This challenge motivates
the adversary-centric mapping methodology proposed in this research.

2.7. Research Gap and Motivation

The current state of cybersecurity research provides a robust theoretical foundation for secure system
design through principles such as Least Privilege, Complete Mediation, and Economy of Mechanism (Ross
etal., 2022; Saltzer & Schroeder, 1975)[25][23]. These abstract principles have been successfully translated
into concrete architectural solutions through the development of secure design patterns, which provide
reusable templates to eliminate the accidental introduction of vulnerabilities (Dougherty et al., 2009;
Sabau et al., 2025)[4][24]. Concurrently, the community has developed extensive vulnerability taxonomies
and threat intelligence frameworks, such as the Common Weakness Enumeration (CWE), Common Attack
Pattern Enumeration and Classification (CAPEC), and the MITRE ATT&CK framework, to organize and
catalogue knowledge regarding software weaknesses and adversary techniques (Das et al., 2022; Rafiey &
Namadchian, 2024)[3][22]. Recently, the emergence of Large Language Models (LLMs) has revolutionized
this landscape, with research increasingly demonstrating their effectiveness in automating vulnerability
detection, generating threat intelligence reports, and facilitating real-time security analysis (Karl Tamberg,
2024; Ze Sheng, 2025)[11][29].

Despite these advancements, significant limitations persist in the existing literature that hinder the
realization of fully automated secure-by-design architectures. A primary limitation is the lack of systematic
and automated mapping between identified software vulnerabilities and the appropriate architectural
mitigation patterns required to resolve them (Liu, 2021)[13]. While researchers have explored mapping
vulnerabilities to attack patterns, the inverse mapping—linking a specific CWE to a prescriptive secure
design pattern—remains largely localized or manual (Das et al., 2022; Liu, 2021)[3][13]. Furthermore,
while LLMs have shown “remarkable” potential in intra-procedural code analysis and basic bug detection,
their reasoning capabilities for complex architectural security decisions are frequently described as
“modest” or inconsistent (Avishree Khare, 2024; Ziyang Li, 2024)[1][30]. The existing literature remains
fragmented, often addressing specific domains or threat types in isolation, which results in incomplete
linkages between security knowledge bases and challenges in translating unstructured vulnerability
descriptions into structured, actionable security knowledge (Das et al., 2022; Jaffal et al., 2025)[3][10].

The specific research gap identified through this synthesis is twofold. First, there is a distinct lack of
empirical research evaluating whether frontier LLMs can reproduce expert-level architectural reasoning
required to navigate the trade-offs inherent in secure system design (Jaffal et al., 2025; Sabau et al.,
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2025)[10][24]. Second, there is limited work focused on integrating vulnerabilities, security principles, and
secure design patterns into a unified automated framework that can guide developers through the full
mitigation lifecycle (Liu, 2021; Ze Sheng, 2025)[13][29]. While some tools have been proposed to
recommend patterns for specific controls such as authentication, a transdisciplinary framework capable
of reasoning across the full spectrum of CWEs and architectural levels remains largely absent from the
literature (Ross et al., 2022; Sabau et al., 2025)[23][24].

Addressing this gap is of critical importance for the evolution of secure software design and Al-assisted
security analysis. Design flaws are estimated to account for 50% to 90% of reported security incidents, yet
they are often addressed through reactive “penetrate and patch” paradigms that are both costly and
ineffective (Ebad, 2022; Hafiz et al., 2007; Mead & McGraw, 2005)[5][8][16]. As the volume of reported
vulnerabilities continues to grow at an exponential rate, manual assessment approaches have become
increasingly unsustainable and prone to human error (Das et al., 2022; Shivansh Chopra, 2024)[3][27]. By
bridging the gap between vulnerability taxonomies and architectural mitigation strategies through
rigorous Al-based reasoning, organizations can move toward a proactive “engineered trustworthiness”
model, where security becomes a substantiated characteristic of the system architecture rather than a
bolt-on feature (Ross et al., 2022; Sabau et al., 2025)[23][24]. Consequently, this thesis proposes and
empirically evaluates an adversary-centric architectural mapping framework that systematically links
software vulnerabilities to appropriate secure design patterns. In addition, the research investigates
whether modern Large Language Models can approximate this expert-driven reasoning process when
analysing vulnerability descriptions.

2.8. Chapter Summary

This chapter reviewed the key literature related to secure system design, vulnerability knowledge
frameworks, and Al-assisted cybersecurity analysis. The discussion first examined the foundational
security design principles that guide the development of secure systems and highlighted their continued
relevance in modern distributed computing environments. It then explored security design patterns, which
provide reusable architectural solutions that translate these abstract principles into practical system
design strategies.

The chapter further examined recent advances in Al-assisted security analysis, particularly the application
of Large Language Models for tasks such as vulnerability detection, threat intelligence processing, and
security automation. Although these technologies demonstrate significant potential, the literature also
highlights important limitations related to reasoning reliability, adversarial manipulation, and the difficulty
of applying Al systems to complex architectural security decisions.

Finally, the chapter reviewed vulnerability knowledge bases and threat intelligence frameworks, including
CWE, CAPEC, and MITRE ATT&CK, which provide structured representations of software weaknesses,
attack patterns, and adversarial tactics. While these frameworks organize cybersecurity knowledge
effectively, the literature indicates that the relationships between vulnerabilities, attack techniques, and
architectural mitigations remain insufficiently integrated.
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The synthesis of the reviewed literature reveals a clear research gap: there is limited research on
systematic frameworks that link software vulnerabilities to appropriate architectural security design
patterns, and little empirical work evaluating whether Large Language Models can reproduce the expert
reasoning required for such mappings. Addressing this gap forms the central objective of this research.
The following chapter presents the methodology used to develop and evaluate the proposed adversary-
centric architectural mapping framework.
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3. Methodology

3.1. Introduction

Building upon the research gap identified in the literature review, this research addresses the proposed
research questions by analysing how representative software vulnerabilities can be traced to underlying
security design flaws and corresponding architectural mitigation strategies. To operationalize this analysis,
the study develops an adversary-centric architectural mapping framework that links vulnerabilities,
security principles, and secure design patterns. The framework is further evaluated by examining whether
Large Language Models (LLMs) can reproduce the expert reasoning required for such mappings.

The study adopts a mixed-methods research design that combines quantitative experimentation with
qualitative validation. The quantitative component evaluates the ability of Large Language Models (LLMs)
to recommend appropriate secure design mitigations for identified vulnerabilities. The qualitative
component involves independent expert review to validate the architectural correctness of the baseline
mappings used in the evaluation.

The methodology integrates multiple cybersecurity knowledge sources, including the MITRE ATT&CK
framework, the Common Attack Pattern Enumeration and Classification (CAPEC) repository, and the
Common Weakness Enumeration (CWE) database. These datasets are used to construct a unified
vulnerability dataset that links adversarial attack techniques to their underlying structural weaknesses.
From this dataset, experimental samples are derived to support benchmarking experiments across
different vulnerability categories.

The chapter then describes the procedures used for data sourcing, exploit chain construction, and dataset
normalization. It further explains the experimental sampling design, the Al benchmarking protocol used
to evaluate LLM performance, and the expert validation process used to ensure the reliability of the
Ground Truth dataset.

The research followed a multi-stage workflow beginning with the collection and integration of data from
the MITRE ATT&CK, CAPEC, and CWE repositories. Candidate weaknesses were filtered and analysed to
identify their associated attack patterns and adversarial context. A researcher-led mapping process was
then conducted to determine the violated security principles and corresponding secure design patterns.
The resulting mappings were independently reviewed by security professionals to establish a validated
ground truth dataset. Finally, the ground truth mappings were compared against outputs generated by
multiple LLMs using standardized zero-shot prompt engineering templates to assess their ability to
reproduce architectural security reasoning.

The operational architecture of this multi-stage research workflow is visually mapped out and summarized
in Figure 3.1. below.
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Figure 3.1. Adversary-Centric Secure Design and Al Benchmarking Methodology

This flowchart outlines the research process, showing how threat intelligence is linked to technical
vulnerabilities. It illustrates the steps taken to filter data based on attacker behaviour and compares
the results of expert human analysis against Al performance.
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Figure 3.1. Methodology Flowchart

The following sections present each stage of the methodology in detail, beginning with the data sourcing
and extraction process and concluding with the expert validation procedures used to establish
methodological reliability.

3.1. Data Sourcing and Extraction

The integrity of an adversary-centric methodology relies on the recency and authority of the threat
intelligence data used. For this research, the data was not manually curated from web pages but
programmatically extracted from the source of reference. The foundation of this research is built upon
multi-stage data linkage process designed to connect high level adversarial tactics with low level
architectural weaknesses.
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The following list provides an explanation of the tasks included in this part of the pipeline.
3.1.1. Data Repository

To ensure strict reproducibility, the vulnerability data fields were extracted from a local XML snapshot of
the MITRE CWE Corpus (Version 4.14, released March 2024). The primary data used for research is from
the official MITRE ATT&CK GitHub repository® in JSON Format. The repository serves as the primary source
of reference for real-world adversarial tactics. We chose programmatic extraction over manual collection
from secondary websites to ensure the data remains accurate, unbiased, and up to date.

3.1.2. Multi-Stage Exploit Chain Construction

Because MITRE ATT&CK and the Common Weakness Enumeration (CWE) represent distinct abstraction
layers within the security stack, a multi-stage linkage strategy was required. The Common Attack Pattern
Enumeration and Classification (CAPEC) framework was used as an analytical intermediary to bridge
adversarial behaviour and implementation-level weaknesses.

A custom Python parsing script utilizing the xml .etree.ElementTree library was developed to
systematically target three specific attributes per weakness entry: the ID, the formal Name, and the
Description text block. Data extraction focused on fields required for establishing traceability between
weaknesses, attack patterns, and adversarial techniques. These included CWE identifiers, weakness
descriptions, CAPEC identifiers, attack pattern descriptions, ATT&CK technique identifiers, and relationship
mappings.

The linkage process consists of the following stages:

a. Llinkage Stage 1 (ATT&CK to CAPEC) - A custom parsing script extracted additional attributes
associated with each attack technique, including related CAPEC IDs, attack descriptions, and
contextual metadata provided within the ATT&CK dataset. This step captures how an adversary
operationalizes an attack.

b. Linkage Stage 2 (CAPEC to CWE) - Using the CAPEC metadata, the research mapped these patterns
to their corresponding CWE IDs. This step identifies the root cause weakness being exploited.

3.1.3. Normalization
The resulting dataset was normalized into a verified exploit chain of the form:
ATT&CK Technique -» CAPEC Pattern -> CWE Weakness

This process ensures that every mapped CWE included in the study is associated with a documented, real-
world adversarial exploitation path, rather than a purely theoretical weakness.

1 MITRE ATT&CK CTI Repository: https://github.com/mitre-attack/attack-stix-data
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Algorithm 3.2: Data Extraction and Transformation Process

BEGIN
/* Phase 1: Ingestion from Primary Sources */
Extract ATT&CK techniques and associated metadata from the MITRE ATT&CK repository

Extract CAPEC attack patterns and related CWE relationships from the CAPEC database

/* Phase 2: Intermediary Relational Mapping */
FOR each ATT&CK technique DO
Identify and isolate corresponding CAPEC attack patterns
END FOR
FOR each CAPEC pattern DO
Retrieve and resolve associated CWE weaknesses

END FOR

/* Phase 3: Consolidation and Schema Normalization */

Merge ATT&CK, CAPEC, and CWE records into a unified relational dataset
Normalize identifiers, data structures, and relationship mapping fields
Filter and retain only CWE entries explicitly associated with documented
adversarial exploitation paths

END

Having established the data sources and taxonomy structure, the next stage applies adversary-centric
filtering to identify vulnerabilities that are most relevant to real-world attacker behaviour.
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3.2. Experimental Sampling Design

To validate the methodology’s efficacy across different data environments, a balanced experimental
sample of 46 CWEs was selected. This represents a representative subset (~4.7%) of the total population,
to ensure methodological symmetry while keeping the manual architectural analysis tractable and
reproducible within the scope of research. CWEs were randomly selected using programmatic filtering to
avoid researcher bias while maintaining equal representation across mapped and unmapped populations.

3.2.1. Sample A (n = 23, Hardware-Centric)

A sample of 23 CWE weaknesses was randomly selected from the population of 772 CWEs with established
ATT&CK associations. These weaknesses represent adversary-relevant vulnerabilities with documented
exploitation pathways and predominantly correspond to hardware-centric and architectural security
concerns, including memory management, firmware logic, and system-on-chip (SoC) security. Throughout
this thesis, this group is referred to as Sample A.

3.2.2. Sample B (n = 23, Software-Centric)

A sample of 23 CWE weaknesses was randomly selected from the population of 197 CWEs without
established ATT&CK associations. These weaknesses predominantly relate to software-centric concerns,
including application logic, input handling, and software-layer security controls. This group was included
to evaluate the framework's ability to generate adversary-informed architectural insights for weaknesses
lacking predefined threat intelligence mappings. Throughout this thesis, this group is referred to as Sample
B.

This 1:1 balanced ratio ensures a statistically fair comparison between threat-indexed and non-indexed
vulnerabilities.

3.3. Automation and Al Benchmarking

To explore the feasibility of scaling this methodology, the study included a comparative analysis of three
Large Language Models (LLMs): NotebookLM (LLM-1), ChatGPT (LLM-2), and Claude 3.5 Sonnet (LLM-3).
Multiple LLMs were evaluated to reduce model-specific bias and assess consistency across different
generative reasoning architectures. The selection of Claude 3.5 Sonnet, ChatGPT (GPT-40), and
NotebookLM provides a cross-section of current state-of-the-art LLM architectures. This diversity is
intentional: Claude is optimized for safety and alignment, GPT-4o for general-purpose reasoning, and
NotebookLM for document-grounded context. Benchmarking across these three allows for the
identification of an 'Inter-Model Precision Gap.'
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3.3.1. Evaluation Protocol:

The models were prompted to replicate the mapping for all 46 CWEs. The LLMs were provided with CWE
list, The protection of information in Computer Science by Saltzer and Schroeder and Secure Design
Patterns by Chad Dougherty et. al.

To determine the most effective prompting strategy for hardware-software CWE mapping, a pilot study
was conducted using LLM-1 (NotebookLM). This investigation compared a standard Zero-Shot approach
against a more complex Chain-of-Thought (CoT) strategy that utilized explicit role specification (Secure
Software Architect) and multi-step reasoning requirements. The objective was to evaluate whether the
inclusion of technical justification improved alignment with expert ground truth. Based on the findings of
this pilot study—which showed that CoT did not significantly increase exact match accuracy—a Zero-Shot
prompting strategy was selected for the full-scale evaluation of all remaining models to ensure consistency
and focus on high-level mapping alignment.

For the Zero-Shot evaluation, the prompt followed a direct mapping instruction, providing the model with
the CWE description and requesting the single most relevant Security Principle and Design Pattern. This
design is critical to minimize hallucinations and force the model to map the CWE to the established
authoritative taxonomies used in the manual Ground Truth.

In contrast, the CoT prompt used in the pilot study was more complex. It utilized role-specification
(positioning the model as a 'Senior Secure Software Architect') and structured reasoning, requiring the
model to generate a 'Technical Analysis' and 'Justification' before providing the final mapping. This design
was intended to simulate expert-level architectural review. The specific templates for both prompts are
provided in Appendix A.

3.3.2. Validation

To evaluate the architectural reasoning capabilities of the selected LLMs, the study employs a qualitative-
quantitative benchmarking framework. Rather than a binary "correct/incorrect" metric, which fails to
capture the complexity of secure design, this research utilizes a multi-tiered agreement rubric.

This tiered approach is consistent with established methodologies in LLM evaluation, such as the "LLM-as-
a-judge" framework proposed by (Lianmin Zheng, 2023)[12] which advocates for graduated scales to
measure model alignment with expert intent. Furthermore, the use of expert-curated "Ground Truth" as
a baseline for security mapping mirrors the evaluative structures used in specialized cybersecurity
benchmarks like (Md Tanvirul Alam, 2024) [15], By categorizing responses into functional and theoretical
alignments, the study can rigorously identify the "Precision Gap" between general Al suggestions and
expert architectural requirements.
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Table 3.1. Evaluation Rubric for Architectural Alignment

The following table defines the criteria used to categorize the alignment between the Al generated
requirements and the expert Ground Truth, with a specific focus on identifying the 'Theoretical Gap'
in model reasoning.

Tier Classification Description

Exact / Strong Full Alignment The Al correctly identified the primary root-cause
principle and the specific structural pattern.

Partial Functional Alignment The Al identified a related security concept that would
mitigate the flaw, though not the primary pattern.

Weak / Gap Theoretical Gap The Al identifies the correct security principle but fails to
recommend the corresponding design pattern, or
provides a generic response.

No Agreement Non-Alignment The Al output is technically incorrect or unrelated to the
specific CWE being analysed.

Table 3.1. Evaluation Rubric for Architectural Alignment

3.3.3. Statistical Analysis

Statistical performance was tracked to identify the Precision Gap in specialized architectural security tasks.
Performance charts and mitigation reports are generated to analysis of the result. The detailed agreement
mappings for Sample A (Hardware-Centric) and Sample B (Software-Centric) are provided in the Results
section to quantify the architectural alignment between human experts and Al models.

This methodology establishes a repeatable, adversary-informed process for translating cyber threat
intelligence into actionable secure design decisions, while also evaluating the feasibility and limitations of
LLM-assisted architectural security reasoning.

3.4. Independent Expert Validation

To ensure the technical and architectural rigor of the study, the researcher-defined mapping logic was
subjected to an independent expert peer-review process. This validation phase was designed to verify if
the pairing of Security Principles and Design Patterns effectively addressed the adversarial threat model
of each vulnerability.
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3.4.1.

Expert Panel Selection

A panel of four independent security experts was recruited to provide diverse industrial and geographical

perspectives. The panel consisted of:

3.4.2.

Expert 1: Manager of Engineering and Secure Software Architect (Germany) specializing in
building-level security automation.

Expert 2: Senior Security Systems Engineer (Gdansk, Poland) with expertise in secure software
architecture and memory safety.

Expert 3: Manager of Information Security and Governance (Pakistan) with a focus on national-
level revenue systems and risk management.

Expert 4: Information Risk Management Lead (formerly Shell Pakistan) with expertise in energy
sector infrastructure security.

Validation Instrument and Procedure

Each expert was provided with a Baseline Validation Matrix and a Codebook. The Codebook contained
standardized definitions of the 8 Saltzer-Schroeder principles and 10 design patterns used in the study to

ensure a shared technical vocabulary. Experts were asked to:

3.4.3.

Review the Researcher’s manual mapping of Principle-to-Vulnerability.

Provide a verdict of “Approve” or “Modify”.

In cases of "Modify," provides an Alternative Principle and a Rationale from an architectural
"Secure by Design" perspective.

Ground Truth Reconciliation Strategy

A key methodological decision was made following the peer-review phase. While the experts provided

significant architectural insights—particularly recommending a shift from implementation-focused

principles (e.g., Economy of Mechanism) to boundary-focused principles (e.g., Complete Mediation)—the

initial Researcher Mappings were retained as the fixed baseline for the Results Chapter.

This strategy was adopted for two reasons:

3.4.4.

Statistical Integrity: To maintain the consistency of the quantitative data already processed by
the LLM trials.

Triangulation of Perspectives: To allow for a "Multi-Perspective Analysis" in the Discussion
chapter, comparing the initial researcher intent, the Al's recommendation, and the Expert’s
consensus.

Ethical and Objectivity Measures

To prevent bias, the experts were not shown the LLM results during their review of the baseline. Their

feedback was provided based solely on the Vulnerabilities and their professional experience in security
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architecture. This ensures that the expert feedback acts as a "pure" architectural benchmark against which
both the researcher and the Al can be measured.

While Section 3.4 evaluates statistical alignment between LLM outputs and the Ground Truth baseline,
this section introduces an independent qualitative validation phase to assess the architectural soundness
of the baseline itself.

3.5. Chapter Summary: Methodological Integrity

This chapter described the research methodology adopted to investigate the relationship between
adversarial threat intelligence and secure software design. The study followed a mixed-methods approach
combining quantitative evaluation through Large Language Model (LLM) benchmarking with qualitative
validation through expert review. The chapter first outlined the data sourcing process, including the
integration of MITRE ATT&CK, CAPEC, and CWE repositories to construct a unified vulnerability dataset. It
then explained the experimental sampling strategy used to derive two balanced datasets representing
mapped and unmapped vulnerability categories.

The chapter further described the automation and Al benchmarking framework used to evaluate whether
LLMs can replicate expert architectural reasoning when recommending secure design mitigations. Finally,
the expert validation process was presented, including the selection of reviewers, the validation protocol,
and the reconciliation strategy used to establish a verified Ground Truth dataset. Together, these
methodological components provide a rigorous foundation for the experimental evaluation presented in
the following chapters.

The architectural mapping framework derived from this methodological process is presented in the
following chapter.
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4. Adversary-Centric Architectural Mapping Framework

4.1. Introduction

This chapter presents the adversary-centric architectural mapping framework developed as the primary
research contribution of this study. The framework establishes a structured process for linking adversarial
attack techniques with their underlying structural weaknesses and corresponding architectural mitigation
strategies. By translating attacker behaviour into vulnerability-level weaknesses and subsequently into
secure design principles and patterns, the framework enables proactive identification of architectural
defences capable of mitigating entire classes of vulnerabilities.

The framework builds upon the methodological processes described in the previous chapter, utilizing the
integrated vulnerability dataset derived from MITRE ATT&CK, CAPEC, and CWE repositories. Through
adversary-centric filtering and structured analysis, selected vulnerabilities are examined to determine the
security principles they violate and the secure design patterns that can address these weaknesses at the
architectural level.

The chapter first describes the adversary-centric filtering process used to identify vulnerabilities most
relevant to real-world attacker behaviour. It then details the secure design analysis methodology used to
construct the baseline mapping matrix that links vulnerabilities, violated security principles, and secure
design patterns. Finally, an illustrative transformation example is provided to demonstrate how adversarial
context is translated into architectural mitigation strategies.

The resulting mapping framework forms the expert-validated Ground Truth dataset used in the
experimental evaluation presented in the following results chapter.

4.2. The Adversary Centric Filtering (MITRE ATT&CK mapping)

To distinguish between theoretical vulnerabilities and actionable architectural risks, an adversary-centric
filter was applied using the MITRE ATT&CK framework.

e Adversary Mapping: Out of the 969 CWEs, 772 (79.6%) were identified as having established
mappings to real-world Tactics, Techniques, and Procedures (TTPs).

e Research Focus: This filtering process serves to prioritize the Exploitable Attack Surface, ensuring
that the resulting secure design recommendations are grounded in current Cyber Threat
Intelligence (CTI).

Table 4.1. The Data Extraction Summary

The following table summarizes the raw data population resulting from the GitHub extraction process:
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Mapping Stage Technical Logic Count

1 Initial Extraction Total unique CWE extracted from 969
JSON objects

2 Adversary Bridge CWE successfully linked with 772 (mapped)

ATT&CK-> CAPEC pipeline

3 Theoretical Gap CWE with no documented 197 (unmapped)
CAPEC/ATT&CK exploit path

4 Total Population Combined Dataset for Analysis 969

Table 4.1.Data Extraction Summary Table

The filtered dataset is then used to derive the experimental samples that form the basis for the
architectural mapping and subsequent evaluation.

The following section presents the secure design analysis stage, where the selected CWEs are mapped to
security principles and structural design patterns.

4.3. Secure Design Analysis Methodology

The selected 46 CWEs were subjected to a standardized three-step mapping process to establish a Manual
Ground Truth:

4.3.1. Adversarial Contextualization

Mapping each CWE to its most probable MITRE ATT&CK TTP to determine how an adversary would exploit
the design flaw. This step was applied on the CWEs represented in Sample B as it does not have associated
ATT&CK IDs in the MITRE database. The ATT&CK IDs were mapped on the basis of the nature of the CWE
and its associated CAPEC.

4.3.2. Emergent Exclusion Criteria

During the adversarial contextualization stage, certain CWEs were identified that could not be
meaningfully associated with attacker behaviours, tactics, or techniques as defined by the MITRE ATT&CK
framework. These CWEs primarily represent structural quality, documentation, or maintainability
concerns rather than exploitable security weaknesses.

35



The following criteria motivated their exclusion:

e Abstraction Mismatch: MITRE ATT&CK models operational adversary behaviour (what an
attacker does), whereas these CWEs describe internal software quality or structural
characteristics (how code is organized).

e Non-Actionable Intelligence: Mapping such CWEs to attack techniques would introduce false
positives, resulting in misleading threat intelligence and reduced practical value for security
practitioners.

e Data Integrity: To maintain methodological rigor, only CWEs that could be linked to a plausible
adversarial exploit path were retained for further analysis.

As these weaknesses lack actionable adversarial semantics, they were excluded from subsequent stages
of the study. Examples of excluded weaknesses were typically those associated with software quality,
maintainability, documentation, or structural characteristics that could not be meaningfully linked to a
documented adversarial exploitation path within the ATT&CK and CAPEC frameworks. Examples of
excluded entries include abstract or quality-oriented weaknesses such as CWE-710 (Improper Adherence
to Coding Standards) and CWE-1121 (Excessive McCabe Cyclomatic Complexity). While these weaknesses
may influence overall software quality and maintainability, they do not correspond to identifiable attack
paths, attack patterns, or documented adversarial behaviours within the ATT&CK and CAPEC frameworks.
Consequently, they were considered outside the scope of the adversary-centric evaluation. The exclusion
criteria were applied to the candidate dataset prior to the selection of the final evaluation sample.

Once established, these exclusion criterions were applied consistently to the candidate dataset to ensure
that the analysis remained focused on adversary-relevant weaknesses. Weaknesses that could not be
associated with a documented adversarial exploitation path through ATT&CK and CAPEC were excluded
from the final evaluation dataset. This filtering process improved the practical relevance of the study,
although it may have excluded certain quality-oriented weaknesses that contribute indirectly to overall
system security.

4.3.3. Development of the Baseline Mapping Matrix

The central component of the secure design analysis is the Baseline Mapping Matrix. This matrix
represents the researcher-defined 'Ground Truth' and serves as the benchmark for evaluating LLM
performance.

For each of the 46 CWEs identified in the experimental samples (Sample A and Sample B), a manual
structural root-cause analysis was performed to identify the primary architectural weakness and its
corresponding defensive pattern. This process bridges the gap between technical vulnerabilities and
design-level security.
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Table 4.2. Baseline Mapping Matrix

The Table below illustrates the mapping logic for a representative subset of vulnerabilities. This
selection demonstrates the application of the methodology across both hardware-centric and
software-logic samples. The comprehensive mapping for the entire 46-CWE dataset, including

detailed architectural justifications, is documented in Appendix B.

Vulnerability
Characteristic

1 Untrusted
Data /
Protocol
(Injection,
XSS, Buffer
Overflow)

2 Auth /
Permissions
(Access
Control, Auth
Bypass, IDOR)

3 Object
Lifecycle
(Memory
Leaks, Use-

after-free)

4 Structural /
Design  Gaps

(Logic

Inconsistency,

Layering)

5 Information
Exposure
(Cleartext,

Proposed Principle

Economy of
Mechanism

Complete Mediation

Fail-safe Defaults

Open Design

Least Privilege

Proposed Pattern

Input  Validation /
Canonicalization

Defer to Kernel / Policy
Enforcement Point

Resource Acquisition Is
Initialization (RAII)

Secure Factory / Builder

Clear Sensitive
Information / Secure

Logger
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Manual Mapping Logic (The
"Why")

Security relies on a simple,
central filter. Complexity in
validation leads to bypasses.

Every access must be

checked. Offloading to an

"Authority" prevents logic
errors.
Resources should be in a

"safe" state by default.
Automating cleanup prevents

"forgotten" states.

Design should not rely on
secrecy. A Builder ensures
consistent implementation of
design rationale.

Only necessary components
should see data. Secrets must
be destroyed when no longer
needed.



Remanent

data)
6 Shared Least Common  Distrustful
Resource Mechanism Decomposition

Conflict (Race
conditions,
Side channels)

Table 4.2. Baseline Mapping Matrix

4.3.4. Principle Violation Mapping

Components should share as
possible
"distrust" shared channels.

little as and

Identifying which fundamental security principle (from Saltzer & Schroeder) was compromised (e.g.,

Complete Mediation, Fail-Safe Defaults). This step was applied on both Sample A and Sample B.

Table 4.3. Saltzer and Schroeder Security Principles

These principles represent the foundational "Security Philosophy" used to evaluate why a specific

CWE is a weakness.

Security Principle Description

1 Economy of Mechanism Keeping the design as simple and
small as possible.

2 Fail-safe Defaults Base access decisions on
permission rather than
exclusion.

3 Complete Mediation Every access to every object
must be checked for authority.

4 Open Design Security should not depend on
the secrecy of the design.

5 Separation of Privilege Require multiple conditions to

grant access to a resource.
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Architecture Goal

Reduce the attack surface and
potential for hidden flaws.

Ensure that if a system fails, it
remains secure by default.

Prevent unauthorized access via
bypassed checks.

Ensure robustness through

public/expert scrutiny.

Prevent a single point of failure in
authentication.



6 Least Privilege Operate using the minimum set Limit the "blast radius" if a

of privileges necessary. component is compromised.
7 Least Common Minimize mechanisms shared by = Prevent cross-user interference
Mechanism multiple users. and covert channels.
8 Psychological Ensure security mechanisms are  Prevent users from bypassing
Acceptability easy to use. security due to complexity.

Table 4.3. Saltzer & Schroeder Security Principles

4.3.5. Secure Design Pattern Assignment

Recommending a specific Secure Design Pattern (e.g., Input Validation, RAIl, Policy Enforcement Point) to
mitigate the vulnerability at the root cause.

Table 4.4. Dougherty/SEI Secure Design Patterns

These patterns represent the "Structural Solutions" used to mitigate the identified weaknesses.

Secure Design

Mitigation Logic Inclusion Criteria
Pattern
1 ) S ) ) Use for Shared Resource Conflicts,
Distrustful Moves high-risk data into an isolated . . .
. ) o . SoC isolation, and multi-tenancy
Decomposition process with minimal privileges. )
risks.
2 privi Divides a system into parts based on = Use when a system needs to
rivilege
s gﬁ the specific privileges required for compartmentalize  "Root" s
eparation
each task. "User" tasks.
3 Also, a rinciple Restricts . " .
o ( principle) Use to mitigate the "blast radius
Least Privilege users/processes to only the data

of a compromised module.
they need.
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10

Policy Enforcement
Point

Input Validation

Secure Factory

Secure State
Machine

Clear Sensitive
Information

RAII (Resource
Acquisition is
Initialization)

Secure Logger

that
against

A centralized "gatekeeper"

checks every request

security rules.

Filters, scrubs, and verifies all data
crossing a trust boundary.

Controls how sensitive objects or
sessions are created to ensure they
start in a safe state.

Prevents a system from entering an

"undefined" or "malicious" state

during transitions.

Actively scrubs buffers, caches, and
memory once sensitive tasks are
finished.

Ensures memory/files are
automatically released, preventing

leaks and overflows.

Ensures that security-critical events
are recorded in a way that cannot be
tampered with.

Use for Access Control,

Authentication bypass, and IDOR.

Use for Injection (SQL, Command),
XSS, and Buffer Overflows.

Use for Object Lifecycle and

initialization safety.

Use for complex logic flows,
especially in Hardware/SoC state

transitions.

Use for Data Remanence and
unintended Information Exposure.

Use to prevent Memory Leaks,

Use-after-free, and Resource

Exhaustion.

Use for Audit Logging and Non-
repudiation requirements.

Table 4.4. Dougherty/SE| Secure Design Patterns
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4.3.6. lllustrative Data Transformation (Example Case)

To demonstrate the practical application of the framework, a representative hardware-centric weakness
from Sample A is traced through the structural transformation pipeline below:

Weakness ID: CWE-119 (Improper Restriction of Operations within the Bounds of a Memory Buffer)

Weakness Profile: Within the context of this hardware-centric sample, this vulnerability involves a
physical or firmware-layer design flaw where a hardware component (such as a DMA controller or
register packet buffer) fails to structurally restrict data operations within its allocated physical memory
boundaries.

Adversarial Context Linkage: The pipeline programmatically links this weakness via threat intelligence
vectors to memory corruption, system hijacking, or privilege escalation behaviors. An adversary can
leverage an exploit payload via CAPEC-100 (Overflow Buffers) at the hardware-software interface to
overwrite adjacent physical memory blocks, compromise control registers, or subvert the processor's
execution state.

Structural Security Principle Violated: Economy of Mechanism. The underlying architectural failure
occurs because the hardware layout or low-level controller relies on complex, manual, or unstructured
physical pointer tracking across device trust boundaries, rather than a simplified, automated hardware
enforcement boundary.

Recommended Architectural Design Pattern (The Mitigation): Input Validation

Structural Logic Walkthrough: Rather than treating this as a minor post-fabrication software patch,
the framework maps this weakness to a structural hardware-level Input Validation and Boundary
Separation pattern. Architecturally, this establishes a dedicated hardware Gatekeeper or explicit
boundary enforcement unit within the system-on-chip (SoC) bus interconnect. The pattern dictates
that all incoming data transactions across the physical boundary must pass through a hardwired
validation interface that checks data packet lengths and address bounds before the transaction is
committed to the internal buffer. By decoupling boundary validation logic directly into the hardware
architecture, the system structurally prevents oversized or malicious data transfers from ever
interacting with adjacent registers, breaking the exploit chain at the physical boundary.

Exploit Chain:
CAPEC-100 - CWE-119 - Economy of Mechanism -> Input Validation Pattern

Once the Ground Truth mappings were established, the next stage evaluates whether Large Language
Models can replicate this architectural reasoning.
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4.4. Chapter Summary: Adversary-Centric Architectural Mapping Framework

This chapter presented the adversary-centric architectural mapping framework developed as part of this
research. The framework systematically links adversarial attack techniques with their underlying structural
weaknesses and corresponding architectural mitigations. The chapter first described the adversary-centric
filtering process used to identify vulnerabilities that are most relevant to real-world attack behaviour. It
then detailed the secure design analysis methodology used to map selected CWEs to security principles
and structural design patterns.

Through this process, a baseline mapping matrix was constructed that connects vulnerabilities with the
violated Saltzer-Schroeder security principles and the appropriate secure design patterns drawn from the
SEIl design pattern catalogue. An illustrative transformation example was also provided to demonstrate
how adversarial context is translated into architectural mitigation strategies. This mapping framework
forms the core research contribution of the study and establishes the expert-validated Ground Truth
dataset used in the experimental evaluation presented in the subsequent results chapter.

The following chapter evaluates this framework through empirical benchmarking experiments using
multiple Large Language Models.
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5. Results and Analysis

5.1. Introduction

This chapter presents the empirical results of the study and evaluates the effectiveness of the proposed
architectural mapping methodology. The objective of this analysis is to assess whether Large Language
Models (LLMs) can replicate the expert-level reasoning required to link vulnerabilities with appropriate
secure design patterns.

To guide the reader through the evaluation process, the results are presented in three stages. First, the
Pilot Results are discussed in order to justify the selection of the prompting strategy used in the
experiments. Second, a quantitative evaluation is presented, measuring the statistical alignment between
Al-generated mitigations and expert recommendations across both hardware-focused and software-
focused datasets. Finally, a qualitative analysis examines cases where the models failed to match the
expert baseline, revealing systemic reasoning gaps and architectural blind spots.

Together, these analyses provide insight into both the current capabilities and the limitations of using Al
systems to support adversary-centric secure design analysis.

The results presented in this chapter provide the empirical foundation for the discussion in the following
chapter, where the implications of these findings for Al-assisted secure design are examined.

5.1.1. Evaluation Overview

This section provides a brief overview of the evaluation setup used to assess the architectural reasoning
capabilities of Large Language Models (LLMs) in mapping software and hardware vulnerabilities to secure
design patterns.

The evaluation dataset consisted of 46 Common Weakness Enumeration (CWE) entries, divided into two
balanced samples. For reporting purposes, Sample A refers to the 23 hardware-centric weaknesses
included in the evaluation dataset, while Sample B refers to the 23 software-centric weaknesses. Sample
A primarily includes weaknesses associated with hardware configuration, system memory protection,
firmware security, and physical isolation mechanisms, whereas Sample B primarily comprises software
logic errors, input handling issues, and application-layer design weaknesses. These labels are used
consistently throughout the Results and Analysis chapter and enable comparative evaluation across both
hardware and software security contexts.

Three Large Language Models were evaluated in this study. For clarity within the analysis, the models are
referred to as LLM-1 (NotebookLM), LLM-2 (ChatGPT), and LLM-3 (Claude). Each model was tasked with
identifying the violated security principle and recommending the most appropriate secure design pattern
for each CWE entry based on the provided vulnerability descriptions.
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Model performance was evaluated using the Exact Match (EM) metric, which measures whether the
design pattern recommended by the model exactly corresponds to the expert-defined ground truth
mapping for each vulnerability. Because the task requires selecting a specific architectural mitigation from
a predefined set of secure design patterns, it represents a multi-class classification problem, where the
probability of selecting the correct pattern by random chance is significantly lower than in binary
classification tasks.

To ensure the reliability of the evaluation baseline, the researcher-defined mappings between
vulnerabilities, security principles, and secure design patterns were independently reviewed by a panel of
four security professionals. The expert validation process confirmed 100% agreement on the
recommended secure design patterns and 80.4% agreement on the identified security principles,
establishing a verified ground truth dataset for benchmarking model performance.

This evaluation framework enables both quantitative performance measurement and qualitative
reasoning analysis, allowing the study to assess not only whether LLMs produce correct mitigation
recommendations, but also how effectively they translate vulnerability descriptions into architectural
security decisions.

5.2. Evaluation Metrics and Benchmarking Framework

To systematically quantify the capability of the evaluated Large Language Models (LLMs) to reproduce
architectural security reasoning, this study employs two main statistical performance metrics: Exact
Matching Accuracy (Agxqce) and Directional Percentage Agreement (Pag). The performance of each model
is benchmarked directly against the expert-validated Ground Truth dataset.

5.2.1. Exact Match Accuracy (Aexact)

Exact Matching Accuracy evaluates a model's ability to precisely identify the specific, granular category
defined in the baseline. This metric is applied strictly to the prediction of architectural design patterns,
where a model's output is counted as correct only if it matches the designated expert baseline pattern
text string exactly. The mathematical definition is expressed as follows:

_ Ziv=1I(Mi = G;)
Aexact - N

Where:

e N represents the total number of Common Weakness Enumeration (CWE) entries within the
experimental sample (N = 23 for individual stratified samples; N = 46 for the combined
dataset).

e M, represents the string output generated by the specific language model for weakness i.

e (; represents the validated string value within the expert Ground Truth dataset for weakness i.

e [isabinary indicator function that outputs 1 if M; matches G; exactly, and 0 otherwise.
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5.2.2. Directional Percentage Agreement (F,g)

Due to the inherent conceptual abstraction of high-level secure software design principles, multiple
security principles can validly mitigate a single vulnerability depending on the architectural context.
Therefore, evaluating principles strictly via exact string matching would artificially penalize valid model
reasoning.

To address this, performance at the principle layer is assessed using Directional Percentage Agreement
(Pag)- This metric measures the proportion of model outputs that successfully intersect with either the
primary or secondary structural principles assigned by the expert panel:

XN M E G
g N

Fe

Where:

e N represents the total number of Common Weakness Enumeration (CWE) entries within the
experimental sample (N = 23 for individual stratified samples; N = 46 for the combined
dataset).

e M, represents the string output generated by the specific language model for weakness i.

e (', represents the complete set of valid secure design principles assigned to weakness i during
the expert consensus validation phase.

e [isabinaryindicator function that outputs 1 if the model output M; is an element of the validated

expert principle set G';and 0 otherwise.
5.2.3. Model Comparison and Assessment Baseline

Cross-model performance comparisons were executed across three distinct dimensions to identify
systemic Al performance behaviors throughout this chapter:

1. Baseline Target Level: Evaluating whether models perform better at the abstract layer (Secure
Design Principles) versus the concrete implementation layer (Architectural Patterns).

2. Domain-Specific Stratification: Comparing overall accuracy metrics between the hardware-
centric sample (Sample A) and the software-centric sample (Sample B) to determine if technical
domain specialization affects LLM reasoning stability.

3. Model Architecture Variation: Direct comparative analysis between the relative accuracy curves
of the individual tested LLM engines to isolate the impact of parameter scale and safety fine-
tuning on structural security engineering tasks.

5.2.4. Agreement Classification Criteria

In addition to the quantitative performance metrics, model-generated responses were qualitatively
assessed according to their degree of alignment with the expert-validated Ground Truth dataset. This
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classification scheme was used to support the interpretation of model behaviour and identify recurring
reasoning patterns that may not be fully captured through numerical accuracy measures alone.

e Agreement was assigned when the model recommendation matched the expert-validated
principle or architectural pattern and addressed the same underlying architectural security
concern identified within the Ground Truth dataset.

e Partial Agreement was assigned when the model recommendation was conceptually related to
the validated mapping and provided a reasonable mitigation strategy, but did not fully align with
the expert recommendation.

e Weak Agreement was assigned when the recommendation demonstrated limited relevance to
the identified weakness but failed to address the primary architectural root cause captured within
the Ground Truth dataset.

e No Agreement was assigned when the model recommendation was unrelated to the validated
mapping or addressed a substantially different security concern.

These operational categories are applied systematically throughout this chapter to provide a deep,

structured interpretation of model capabilities across both hardware-centric and software-centric
evaluation samples.

5.3. Pilot Results: Optimization of Prompting Strategy

The initial phase of the study compared the effectiveness of Zero-Shot vs. Chain-of-Thought (CoT)
prompting on both samples. While CoT generated more elaborate explanations, it occasionally
incorporated unsupported architectural assumptions that did not align with the ground truth.

NotebookLM Performance Audit: Zero-Shot vs. Final CoT
100

[ Zero-Shot
B Chain-of-Thought

80 -

40 1

32.6%
30.4%

Agreement with Ground Truth (%)

20 A

Security Principle Design Pattern
(Exact Match) (Strong Agreement)
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Figure 5.1. Performance Audit Zero-shot vs Cot

The comparison between Zero-Shot and Chain-of-Thought (CoT) prompting revealed a distinct trade-off
between keyword alignment and architectural specialization. As shown in figure 5.1, the Zero-Shot
approach achieved a slightly higher Exact Match rate for security principles (30.4% vs 28.3%). While the
CoT approach encouraged the model to suggest more specialized, design-focused patterns (expanding the
model’s unique pattern vocabulary from 12 to 14), it did not yield a statistically significant improvement
in matching the expert ground truth. Consequently, the Zero-Shot baseline was established as the primary
metric for evaluating model performance across the dataset.

5.4. Expert Validation and Baseline Reliability

The expert validation procedure described in Section 3.5 was conducted in parallel with the LLM evaluation
process to assess the reliability of the Researcher-Defined Baseline. Four independent security
professionals reviewed the proposed mappings using the standardized validation instrument and
codebook. The results presented in this section summarise the outcomes of that review process, including
areas of consensus, divergence, and final Ground Truth reconciliation.

Each expert evaluated whether the selected Security Principle (the “Why”) and the corresponding Secure
Design Pattern (the “How”) were logically aligned with the root cause of the vulnerability from an
adversary-centric architectural perspective. Reviewers were asked to either approve the mapping or
recommend theoretical refinements.

5.4.1. Expert Consensus and Pattern Validity

The expert panel reached a total consensus (100%) on the Recommended Design Patterns for both Sample
A and Sample B. No modifications were suggested for the 46 structural mitigations proposed by the
researcher, confirming the high "Architectural Integrity" of the baseline.

Minor technical discussions were limited to the Security Principles, where experts occasionally proposed
more granular definitions (e.g., suggesting Complete Mediation as a more precise root cause than
Economy of Mechanism for specific injection cases). The expert review process resulted in unanimous
agreement on all proposed design patterns and a high level of agreement on security principles. The
summary statistics are presented in Table 5.1.

Table 5.1. Inter-Rater Reliability and Baseline Summary (N=46)

The following table summarize the level of agreement between the expert-derived Ground Truth and
the three evaluated LLMs across the full dataset.
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Metric Sample A (Hardware) Sample B (Software) Total Dataset

Expert Agreement on Pattern  100% (23/23) 100% (23/23) 100% (46/46)
Expert Agreement on 82.6% (19/23) 78.3% (18/23) 80.4% (37/46)
Principle

Total CWEs Validated 23 23 46
Modifications Adopted 0 0 0?

Table 5.1. Inter-Rater Reliability & Baseline Summary (N=46)

5.4.2. Analysis of Divergence and Theoretical Nuance

While the expert panel reached a unanimous consensus on the proposed design patterns, the 80.4%
agreement rate on security principles highlights the "multi-faceted" nature of security root causes. The 9
instances of divergence were categorized into three primary themes: Structural Granularity, Contextual
Prioritization, and Semantic Terminology. The expert validation phase yielded an overall agreement rate
of 80.4% for security principles and a perfect 100% agreement for design patterns. Of the minority 9
divergent cases, Structural Granularity was the leading cause of variance (44.4%), followed by Contextual
Prioritization (33.3%). This high level of consensus, visualized in the distribution below, confirms that the
Researcher-Defined Baseline is a theoretically sound 'Ground Truth' for benchmarking the architectural
reasoning capabilities of LLMs

Table 5.2. Categorization of Expert-Researcher Divergence (n=9)

This table provides a qualitative breakdown of the 9 instances (19.6%) where the expert panel
diverged from the researcher’s initial mapping of Security Principles.

2 Note: While experts proposed alternative naming for 9 principles, the original mappings were retained for statistical
consistency as they remained technically valid within the Saltzer-Schroeder framework.
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Category of
Divergence

Structural
Granularity

Contextual
Prioritization

Semantic
Terminology

Frequency

(n)

Relative Representative
% Examples
44.4% CWE-94, CWE-

349
33.3% CWE-1252,
CWE-1276
22.2% CWE-1253,
CWE-427
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Expert Rationale /
Divergence Logic

Broad vs. Specific:
Experts preferred
Complete
Mediation over
Economy of
Mechanism,
prioritizing the
enforcement of a
trust boundary
over the simplicity
of the design.

Physical vs.
Logical: In
hardware samples,
experts prioritized
Separation of
Privilege for
physical bus
isolation, whereas
the researcher
focused on logical
access (Least
Privilege).

Implicit vs.
Explicit: For
unconfigured
states, experts
preferred Fail-Safe
Defaults, arguing
the security is
defined by the
"initial state"
rather than the
visibility of the



design (Open
Design).

Table 5.2. Categorization of Expert-Researcher Divergence (n=9)

5.4.3. Final Baseline Reconciliation

The final phase of the validation process involved reconciling the initial researcher-defined baseline with
the feedback provided by the expert panel. For the nine instances of divergence identified at the security
principle layer, the researcher conducted a structured review of the expert recommendations against the
architectural scope and classification criteria defined within the study. This review sought to determine
whether the alternative recommendations reflected errors in the original mappings or represented
different but valid interpretations of the underlying security concern.

The review concluded that the expert recommendations primarily reflected alternative architectural
perspectives rather than deficiencies in the original mappings. For example, in the case of CWE-94, experts
prioritised the enforcement of trust boundaries through Complete Mediation, whereas the original
mapping emphasised reducing structural complexity through Economy of Mechanism. Both
interpretations addressed the vulnerability from a Secure-by-Design perspective but emphasised different
aspects of the architectural root cause.

As the objective of the study was to benchmark LLM outputs against a consistent researcher-defined
framework, the original mappings were retained as the fixed baseline for all quantitative evaluations.
Expert recommendations were not discarded; instead, they were documented as alternative architectural
interpretations and incorporated into the analysis of divergence and theoretical nuance presented
throughout this chapter.

Table 5.3. Final Baseline Reconciliation and Integrity Metrics

This table summarizes the level of consensus between the researcher and the independent expert
panel, reflecting the transition from an initial proposed baseline to a validated Ground Truth.
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Metric Sample A Sample B Combined
(Hardware) (Software) Dataset
Total CWEs Analysed 23 23 46
Expert Pattern Validation 100% (23/23) 100% (23/23) 100% (46/46)

Expert Principle
Validation

Reconciliation Status

82.6% (19/23)

RECONCILED

78.3% (18/23)

RECONCILED

80.4% (37/46)

VERIFIED GT

Table 5.3. Final Baseline Reconciliation and Integrity Metrics

5.4.4. Justification of the "Verified Ground Truth"

This reconciliation process confirms that the final dataset used throughout the study represents an expert-
reviewed and methodologically consistent Verified Ground Truth. The unanimous agreement achieved at
the architectural design pattern layer demonstrates strong consensus regarding the structural mitigations
assigned to both hardware-centric and software-centric weaknesses. Furthermore, the documented
differences at the security principle layer reflect legitimate variations in architectural interpretation rather
than disagreement regarding the underlying mitigation strategy.

Together, these findings provide a reliable foundation for the quantitative evaluation of LLM performance.
Consequently, any divergence between model-generated recommendations and the validated baseline
can be interpreted as a limitation in the model's architectural reasoning capability rather than uncertainty
within the evaluation dataset itself.

5.5. Quantitative Performance: Sample A vs. Sample B

The complete population of evaluation involved 46 CWEs, divided into two samples of 23 CWEs. Sample A
represents the adversary - centric vulnerabilities with known adversarial paths. Because these
vulnerabilities are linked to known TTPs, the sample A tends to be more Hardware/Architecture-centric.
While the Sample B focuses on software-level logic, input handling, and application-layer vulnerabilities,
making it more Software-centric. The samples are provided in Appendix A.
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5.5.1. Alignment Trends

This section identifies the qualitative trends and behavioural patterns observed in the models' reasoning.
By analysing where Al alighment succeeded or diverged from the expert baseline, we can pinpoint specific
systemic biases in how Large Language Models interpret architectural security requirements.

1. Principle Violated:

The figures below show the distribution of violated security principles violated across Sample A
and Sample B, based on the outputs generated by the LLMs.
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Figure 5.2. Distribution of Principle Violated in Sample A
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Figure 5.3. Distribution of Principle Violated in Sample B

Building upon the quantitative distribution shown in Figure 5.2 and Figure 5.3, the following
analysis identifies specific alignment trends that characterize the models' reasoning. While the
cumulative data suggests a moderate level of principle awareness, a granular review of the results
reveals a distinct divergence in how LLMs interpret structural violations. Below is an evaluation of
the primary trends observed across the dataset, highlighting the models' strengths in theoretical
identification and their systemic failures in architectural precision.

e In terms of frequency of identification, the models showed a clear predisposition toward
Economy of Mechanism and Open Design. This high identification rate for Economy of
Mechanism suggests that LLMs inherently prioritize design simplicity as a foundational
security trait.

e Notably, Complete Mediation was the only principle to maintain an identical performance
baseline across both sample sets, suggesting a consistent cross-domain understanding of
mediation-based defences by the LLMs.

e Fail- Safe Defaults exhibits a noticeable downward trend when moving from architectural to
software-focused contexts. This reflects the higher criticality of hardware initialization states
in Sample A compared to the logical default states in Sample B.

e Least Common Mechanism shows the lowest alighment, as it is a recognized failure point in
Sample A with 2 CWEs but does not appear in the top-tier violations for Sample B at all. This
divergence suggests that architectural contexts introduce “common mechanism” risks
through shared hardware resources and physical channels—risks that are typically less
apparent in software-only systems.
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CWE Count

2.

While Least Privilege is present in both samples, there is a slight upward shift in its impact
within software environments. It accounts for 3 CWE violations in Sample A and increases to
4 in Sample B, suggesting that as system complexity grows in software, the failure to restrict
processes to the minimum necessary permissions becomes a more frequent root cause.

Secure Design Pattern Recommended:

The figures below show the distribution of violated secure design pattern recommended across
Sample A and Sample B, based on the outputs generated by the LLMs.
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Figure 5.5. Distribution of Pattern Recommended in Sample B

Building upon the quantitative performance distribution illustrated in Figure 5.4 and Figure 5.5,
the following analysis identifies specific trends in how LLMs select and apply structural defences.
While the previous section evaluated the models' theoretical awareness of security principles,
this granular review focuses on their ability to translate those principles into actionable Secure
Design Patterns. The results reveal a distinct 'Implementation Bias,' where models frequently
struggle to differentiate between localized code-level fixes and the systemic, architectural
patterns required by the expert-validated Ground Truth. Below is an evaluation of the primary
trends observed in pattern selection, categorized by their structural accuracy and common
substitution errors.

e The top three patterns (Input Validation, Clear Sensitive Information, and Secure Builder)
account for 21 mitigations where Secure Factory shows perfect alignment in protecting both
software logic and low-level hardware/firmware resources.

e RAIl (Resource Acquisition Is Initialization) pattern exhibits the most significant divergent
alignment. It is the highest-ranked pattern in the hardware/architectural sample, preventing
4 CWEs, but it drops to the lowest-ranked position in the software sample, preventing only 2
CWEs. This reflects the critical need for RAIl in managing raw hardware resources like pointers
and memory buffers, a requirement that is often abstracted away in higher-level software.

e Canonicalization and Policy Enforcement Point: These patterns show moderate to low
alignment, as they are more impactful in software-focused environments. In Sample B, they
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mitigate 3 CWEs, whereas in Sample A, they only mitigate 2 CWEs, suggesting their role is
more prominent in managing complex software access paths.

e Sample A highlights specialized patterns that are less prominent in the software-only sample,
specifically Distrustful Decomposition and Defer to Kernel. Their impact is unique to hardware
and architectural design, where managing physical isolation and kernel-level mediation is a
primary security concern.

5.5.2. Overall Statistical Performance

Building upon the individual model audits, the following section provides a cross-domain comparison of
the dataset. By aggregating the performance across Sample A and Sample B, we can identify a systemic
disparity in how Large Language Models process hardware versus software security logic. This comparative
overview serves to highlight the 'Architectural Blind Spot' that occurs when general-purpose Al is applied
to specialized physical-logical boundaries.

All models performed significantly better on Sample B. This suggests that the LLMs' training data contains
more common software-level design compared to the more architectural patterns in Sample A.

Figure 5.6. presents a comparative analysis of the three LLMs, illustrating the correlation between domain-
specific complexity and model performance across both the software (Sample A) and hardware (Sample
B) datasets.

Domain Difficulty Comparison: Hardware vs Software Mapping Accuracy

Sample A (Hardware/Architecture) Sample B (Software-Focused)

124 j B NotebooklM
B ChatGPT
Claude

CWE Count

Strong Partial Weak No Agreement Strong Partial Weak No Agreement

Figure 5.6.Performance Comparison of both Sample A and Sample B

As demonstrated in the data, the significantly lower alignment in the hardware domain is not a result of
random error, but rather a contextual limitation—the models struggle to translate abstract security
principles into the physical constraints of hardware logic. The following evaluation points summarize the
core findings derived from the cross-domain analysis.
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e A comparative analysis reveals a dramatic concentration of 'Strong' and 'Partial' agreement bars
in the software domain (Sample A) compared to the hardware domain (Sample B). This indicates
that LLMs are already quite capable of assisting with software-level design patterns (like Input
Validation or Canonicalization) because their training data is rich in software exploit examples.

e Asillustrated in Figure 5.6, Sample A (Hardware/Architectural) had higher "No Agreement" scores
across all models compared to Sample B. This confirms that mapping hardware-specific CWEs is
significantly more difficult for current LLMs than software-level mapping. Sample B (Software-
Focused) shows much higher agreement overall, with LLM1 achieving the lowest "No Agreement"
count, followed by the others.

e Figure 5.6. also indicates that NotebookLM (LLM-1) has achieved the highest number of "Strong"
agreements across both sets, indicating it is the most reliable for replicating mapping logic when
given proper context.

Table 5.4. Sample A (Hardware) vs. Sample B (Software) Insight

The following table summarizes overall agreement analysis of both samples.

Sample Type Avg. Al Strong Agreement Avg. Al No Agreement
Sample A (Hardware/Arch) ~23% ~45%
Sample B (Software) ~28% ~36%

Table 5.4. Sample A (Hardware) vs. Sample B (Software) Insight

Table 5.5. Model Accuracy against Design Patterns

With the Ground Truth now validated as 100% accurate by the expert panel, the LLM results are
measured against this "Perfect Baseline." The following table illustrates how the models performed
compared to the expert-verified patterns.

LLM-1
Agreement Category (NotebookLM) LLM-2 (ChatGPT) LLM-3 (Claude)
Strong Agreement 15 (32.6%) 9 (19.6%) 11 (23.9%)
Partial Agreement 9 (19.6%) 9 (19.6%) 7 (15.2%)
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Weak Agreement 6 (13.0%) 6 (13.0%) 10 (21.7%)

No Agreement 16 (34.8%) 22 (47.8%) 18 (39.1%)

Total CWEs 46 46 46

Table 5.5. Model Accuracy against Design Patterns
5.6. Comparative Analysis: Al vs. Ground Truth

This section assesses the degree of alignment between the architectural mitigations proposed by Large
Language Models (LLMs) and the established expert-derived Ground Truth (GT) baseline. The aim is to
evaluate whether Al systems can reproduce the specialized reasoning necessary to map technical
vulnerabilities (CWEs) to systemic, Secure-by-Design defences from an adversary-centric perspective.

5.6.1. Accuracy by Principle Violated

The data reveals a significant disparity in how different security principles are identified as the primary
violation in vulnerability root-cause analysis. Figure 5.7. shows the exact-match security principles
mapping accuracy of all three models over the full dataset.

Accuracy by Security Principle (N=46 CWEs)

100

60 - 57.14%

Exact Match Accuracy (%)

Security Principle

Figure 5.7. Accuracy by Security Principle (Exact Match)
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Based on the performance metrics illustrated in Figure 5.7., several critical observations can be made
regarding the models' ability to link technical weaknesses to structural principles. These evaluation points
serve to interpret the underlying logic—and the frequent pitfalls—of Al-driven root-cause analysis.

e Dominance of Least Privilege (57.14% Accuracy): This principle achieved the highest accuracy,
with 12 exact matches. From an architectural standpoint, this suggests that violations of Least
Privilege—such as granting excessive permissions or failing to restrict resource access—possess
the most distinct "structural signatures" that are easily identified during analysis.

e Moderate Alignment in Mediation and Shared Mechanisms: Complete Mediation (38.89%
Accuracy) with 7 exact matches, this principle shows moderate alignment. It indicates that failures
to verify authority for every access are recognizable, though they often overlap with other logical
flaws, creating a theoretical gap of 11 instances. Where Least Common Mechanism (33.33%
Accuracy), despite having only 2 exact matches, its accuracy remains in the top tier relative to
others. This reflects the principle's specific application to shared resources, which, while fewer in
number (totalling 6 evaluated instances), are identified with reasonable consistency.

e The Significant Theoretical Gap in Design Complexity: Economy of Mechanism (16.67% Accuracy):
Despite having 12 manual mappings identified by experts, only 6 exact matches were achieved.
This indicates a substantial theoretical gap between automated recommendations and expert-
derived mappings, suggesting that "simplicity in design" is difficult to quantify and often
misidentified as other types of failures. Open Design (5.13% Accuracy) shows the most substantial
theoretical gap. Out of the instances evaluated, only 2 exact matches were recorded, resulting in
a comparatively low accuracy of 5.13%. This suggests that reliance on "security through obscurity"
is a subtle root cause that is frequently missed in automated architectural assessments.

e The ldentification Failure of Fail-Safe Defaults (0.00% Accuracy): With 0 exact matches out of 16
theoretical instances, this principle represents a total identification failure. This indicates that the
concept of a "secure default state" is either too context-dependent or insufficiently defined in
current analytical frameworks to be accurately mapped as a primary root cause.

1. Example of Correct Principle Alighment:

To illustrate a case where the models successfully reproduced the expert reasoning, consider CWE-
284 (Improper Access Control). In the expert-validated ground truth, the violated security principle is
Least Privilege, with Privilege Separation identified as the appropriate secure design pattern.

In this case, the evaluated LLM correctly recommended Privilege Separation, recognizing that the
vulnerability stems from the absence of proper permission boundaries between system components.
This example demonstrates that vulnerabilities involving clear access-control failures are more readily
recognized by LLMs, as such patterns frequently appear in security documentation and training data.
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5.6.2. Accuracy by Secure Design Pattern

The "Accuracy by Secure Design Pattern" analysis provides a critical architectural view of how effectively
SEI CERT patterns can be structurally mapped to the root causes of 46 distinct CWEs. This analysis identifies
a clear hierarchy of reliability, distinguishing between patterns with high structural clarity and those
representing significant "Theoretical Gaps" in automated identification.

Figure 5.8. shows the exact-match recommended security patterns mapping accuracy of all three models
over the full dataset.

100 Accuracy by Secure Design Pattern (N=46 CWEs)

80

66.67%

Strong Alignment Accuracy (%)

0.0%
T

Secure Design Pattern

Figure 5.8. Accuracy by Security Pattern (Exact Match)

Building upon the quantitative performance distribution illustrated in Figure 5.8, the following evaluation
identifies a clear hierarchy of reliability, distinguishing between patterns with high structural clarity and
those representing significant 'Theoretical Gaps' in automated identification.

e The Structural Anchor — Input Validation (66.67%): stands as the most accurately identified
pattern, achieving 14 exact matches against only 7 manual expert mappings, resulting in the
highest accuracy of 66.67%. Architecturally, this confirms that vulnerabilities driven by untrusted
data—such as buffer overflows, injection, and numeric errors—have the most recognizable
structural signatures.

e Reliable Mediation Tier (33.33% — 38.10%):

o Clear Sensitive Information (38.10%): This pattern effectively mitigates information
exposure vulnerabilities (e.g., CWE-1066, CWE-1330) by ensuring data is scrubbed from
reusable resources, achieving 8 exact matches.
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1.

o Defer to Kernel & Secure Factory (33.33%): Both patterns provide essential structural
foundations. Defer to Kernel is highly precise with a zero theoretical gap, while Secure
Factory shows a larger theoretical gap of 6, suggesting that while the pattern is identified,
its application to complex object creation is often misaligned.

Complexity and Implementation Gaps (14.29% — 20.00%):

o Policy Enforcement Point (20.00%): The low accuracy here indicates a difficulty in
identifying centralized arbitration points for access control. With 3 exact matches and a
theoretical gap of 3, this pattern is often overlooked in favour of more granular, local
checks.

o Secure Builder (14.29%): This pattern exhibits a significant theoretical gap of 5, indicating
that the structural benefits of separating object construction from representation are
rarely correctly mapped to the underlying vulnerability root cause.

The Theoretical Blind Spots (0.00%): Canonicalization, Distrustful Decomposition, and RAll all
demonstrate 0.00% accuracy. This represents a total failure in automated alignment against
manual expert mapping. For RAIl, a theoretical gap of 3 exists, while Distrustful Decomposition
shows a gap of 2. These patterns represent sophisticated, context-heavy architectural strategies
that are currently invisible to automated structural analysis. They require manual architectural
review to ensure they are correctly applied to isolate hardware blocks or manage low-level
resource lifetimes, as they cannot be reliably mapped through automated means.

Addressing the Gap: The “Theoretical Gap” is largest in patterns that require a deep
understanding of object state and system decomposition. Future secure design efforts must focus
on formalizing the “structural signatures” of these zero-alignment patterns to move them toward
the reliability of Input Validation.

Example of Correct Pattern Identification

An example of successful structural pattern identification can be seen in CWE-150 (Improper

Neutralization of Escape, Meta, or Control Sequences). In the expert-defined ground truth mapping,

this vulnerability is mitigated by the Input Validation secure design pattern, which ensures that

externally influenced data is validated before being processed by the system.

In this case, the evaluated LLM correctly recommended Input Validation as the appropriate mitigation.

This example highlights that vulnerabilities involving improper handling of untrusted input are more

easily recognized by LLMs, likely because such patterns are widely documented in security guidance

and training datasets.

It is important to interpret the reported accuracy values within the context of the evaluation task. Unlike
binary classification problems, where random guessing could theoretically achieve approximately 50%
accuracy, the architectural mitigation recommendation task in this study represents a multi-class
classification problem involving several possible secure design patterns. As a result, the probability of
randomly selecting the correct architectural mitigation is significantly lower. For example, if six possible
secure design patterns are available, a random selection strategy would achieve an expected accuracy of
approximately 1/6 (=16.7%). Therefore, the accuracy values reported in this study should be interpreted
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relative to this lower random baseline rather than a binary 50% threshold. In this context, the observed
accuracy levels indicate that the models demonstrate partial architectural reasoning capability, while still
exhibiting significant limitations when identifying specialized secure design patterns.

5.7. Error Analysis

As discussed in the quantitative evaluation (Section 5.5.1), the Fail-Safe Defaults principle recorded a 0%
exact match across all evaluated models. Rather than repeating the descriptive results presented earlier,
this section focuses on analysing the underlying cause of this failure. Examination of the model outputs
reveals that the LLMs consistently prioritized logic-level mitigations such as input validation or privilege
restrictions instead of identifying architectural failure-state controls. This behaviour suggests that the
models struggle to reason about system state transitions and default security conditions, which are central
to the Fail-Safe Defaults principle.

5.7.1. Confusion Matrix Analysis

To better understand the distribution of model errors, a confusion matrix analysis was conducted for the
recommended secure design patterns. This analysis highlights cases where the model correctly identifies
the expected architectural mitigation (True Positives), incorrectly recommends alternative mitigations
(False Positives), or fails to recommend the appropriate pattern (False Negatives). By examining these error
distributions, it becomes possible to identify systematic biases in the models’ architectural reasoning.

Table 5.6. Confusion Matrix

The Confusion Matrix presented in Table 1.6.1. illustrates the frequency of these misclassifications
across the full dataset.

Ground Truth Pattern Predicted Pattern Frequency
RAII Input Validation 4
Fail-Safe Defaults Privilege Separation 3
Secure Builder Input Validation 2

Table 5.6. Confusion Matrix

The confusion matrix reveals that several architectural patterns were frequently substituted with more
commonly recognized mitigation strategies such as input validation. This suggests that the models tend to
favour familiar security controls rather than identifying the deeper structural design patterns required to
address certain vulnerabilities.
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While the confusion matrix provides a quantitative view of model misclassification patterns, certain cases
demonstrate complete divergence between the LLM outputs and the expert-validated baseline. These
cases are examined in greater detail in the following section.

These error patterns further support the earlier observation that current LLMs demonstrate a tendency to
prioritize logic-level mitigations over structural architectural controls.

5.7.2. Example Cases

For vulnerabilities associated with the Fail-Safe Defaults principle, the evaluated models consistently failed
to recommend the correct architectural mitigation. For example, in CWE-1314 (Missing Write Protection
for Parameters), the expert panel identified Fail-Safe Defaults as the core principle. While these
recommendations may contribute to system security, they do not address the architectural requirement
that systems should default to secure states when failures occur. LLMs consistently suggested Least
Privilege. While related, the models failed to recognize that the architectural root cause was the 'default-
on' state of hardware registers, not just the permission level of the user. This illustrates a systemic Al bias
toward access control over state-initialization logic."

5.8. Qualitative Analysis of “No Agreement” Cases

While the LLMs demonstrated varying degrees of success in high-level categorization, a subset of
vulnerabilities resulted in “No Agreement” across all models. These cases represent significant theoretical
gaps where the Al models prioritized implementation-level mitigations over structural design patterns.

5.8.1. The “Logic-over-Structure” Fallacy

In several critical cases, the LLMs suggested patterns that address the symptoms of a vulnerability rather
than its architectural root cause. For instance, in cases involving resource lifecycle or data ambiguity,
models consistently defaulted to “Input Validation” or “Privilege Separation,” even when the structural
requirement was more fundamental.

Table 5.7. Key Architectural “Blind Spots” and Al Suggestion Trends

The table highlights the specific vulnerabilities where all three LLMs failed to identify the expert-
validated structural defence, revealing a systemic “reasoning gap” in Al-driven architectural analysis.
It captures the models’ recurring tendency to default to implementation-level fixes, such as input
filtering, while overlooking deeper design requirements like resource lifecycle management and data
canonicalization.
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5.8.2.

CWE- Uninitialized RAIll Refactor / Al suggests
824 Pointer Secure general code
Builder improvements
rather than the
specific pattern
that guarantees
initialization.

Table 5.7. Key Architectural “Blind Spots” and Al Suggestion Trends

Quantitative Visualization of Model Bias

The qualitative gap identified in the “No Agreement” cases is statistically supported by the frequency of
certain incorrect suggestions. When the models failed to identify the correct structural pattern, they
disproportionately defaulted to familiar, code-level mitigations.

Suggested Pattern Type

Refactor (Implementation-level)

Most Frequent “Incorrect” Pattern Suggestions by Al Models
(Total Divergence from 100% Expert-Validated Baseline)

Input Validation

Privilege Separation

Secure Factory

Secure Directory

Kernel / OS Management

Clear Sensitive Information

Distrustful Decomposition

0 5 10 15 20 %
Frequency of Suggestion across 3 LLMs (N=46 CWEs)

Figure 5.9. Distribution of Incorrect Pattern Suggestions across LLMs

As shown in Figure 5.9 Input Validation and Privilege Separation were the most frequent "false positives."
This data indicates a significant architectural bias in the underlying training data of the LLMs:
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e False Positive (Input Validation): By analysing all 46 CWEs across three LLMs, we identified that
Input Validation was suggested erroneously 28 times (nearly double the rate of any other
incorrect suggestion). This suggests that LLMs tend to view security as a matter of "filtering bad
data" rather than "designing safe systems."

e Thematic Finding (The RAIl Gap): A recurring theme in the "No Agreement" data is the models'
inability to correctly identify RAIl (Resource Acquisition Is Initialization). In both Sample A
(Hardware memory overlap) and Sample B (Pointer initialization), the experts identified RAIl as
the structural fix to ensure resources are in a valid state throughout their lifecycle. The LLMs
frequently suggested Secure Factory or Input Validation. This suggests that current Al models
interpret secure design primarily through an access-control perspective (who can do what) rather
than state management (ensuring the system is always in a safe state).

e Hardware Specificity vs. Software Generalization: The "No Agreement" rate was notably higher
in Sample A (Hardware) for vulnerabilities involving physical signal routing or fuse logic (e.g., CWE-
1253 and CWE-1314). The LLMs attempted to apply software patterns like Distrustful
Decomposition to hardware child-blocks. Experts noted that while technically related, these
suggestions lacked "Physical Realism"—suggesting a software-like separation where hardware
components require physical bus isolation or secure builders.

e Implementation-Level Focus: The high frequency of "Refactor (Implementation-level)"
suggestions (16 instances) shows that the models often struggle to abstract the problem beyond
localized code fixes to a system-wide design pattern.

e The "Safety Net" Fallacy: By defaulting to Privilege Separation (17 instances), the Al models
attempted to "contain" vulnerabilities rather than "eliminate" them at the architectural level,
which contradicts the goal of secure-by-design principles.

5.9. Chapter Summary

The empirical evaluation presented in this chapter reveals a clear distinction between the capabilities of
Large Language Models in identifying general security concepts and their ability to apply architectural
reasoning. While the models demonstrated moderate alignment with expert analysis when identifying
violated security principles, their ability to recommend the correct secure design patterns remained
substantially lower.

Across the full dataset of 46 vulnerabilities, the models showed a consistent bias toward implementation-
level mitigations such as input validation and privilege restriction. These recommendations often
addressed symptoms of vulnerabilities rather than the structural design weaknesses identified in the
expert-validated baseline.

This trend was particularly pronounced in vulnerabilities requiring architectural reasoning related to
system state management, resource lifecycle control, or hardware-level design constraints. Patterns such
as RAIll, Canonicalization, and Distrustful Decomposition demonstrated little or no automated alignment,
highlighting the limitations of current Al systems when reasoning about complex system architecture.
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Additionally, the results reveal a domain disparity between software-focused and hardware-focused
vulnerabilities. The models achieved higher alignment rates for software-level weaknesses, while
performance declined significantly in hardware-centric scenarios. This suggests that the training
distribution of current LLMs favours software security concepts, leaving architectural and hardware design
reasoning underrepresented.

Taken together, these findings indicate that current Large Language Models can assist with high-level
vulnerability interpretation but cannot yet reliably replicate the expert architectural reasoning required
for secure-by-design system development. The implications of these findings for Al-assisted secure design
practices are explored in the following chapter.

6. Conclusion and Future Work

6.1. Research Summary

The primary objective of this research was to develop an adversary-centric architectural mapping
framework that proactively secures systems by bridging the gap between Cyber Threat Intelligence (CTI)
and structural architectural integrity. Traditional security approaches often react to specific adversarial
TTPs (Tactics, Techniques, and Procedures). In contrast, this research proposes a systemic framework that
maps TTPs to their underlying structural weaknesses, represented as Common Weakness Enumerations
(CWEs), and subsequently links these weaknesses to appropriate secure design patterns.

By mapping high-level threat intelligence to structural design patterns, the research provides a traceable
framework for evaluating a system's security posture at design-time, long before a single line of code is
written or a TTP is executed.

While the previous chapters detailed the data and its interpretation, this final chapter reflects on the
achievement of the original research objectives and outlines the future of adversary-centric design.

6.2. Critical Reflection on Research Objectives and Questions

In accordance with the research design established in the introductory chapter, this section reflects on the
extent to which the core objectives and research questions have been addressed.

e Objective 1: Analysis of Secure Design Practices
Status: Achieved.

The research analysed and categorized a curated set of 46 hardware and software Common Weakness
Enumerations (CWEs) and mapped them to Saltzer—Schroeder security principles and corresponding
structural design patterns. This analysis provided insight into how design-time architectural decisions,
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such as the application of patterns like RAIl and Secure Builder, can function as structural defences
across both software and hardware domains.

e Objective 2: Identification of Attack Vectors and Adversarial Methods
Status: Achieved.

Through the development of an adversary-centric methodology, the study incorporated recent threat
intelligence sources to map adversarial Tactics, Techniques, and Procedures (TTPs) to their underlying
structural weaknesses represented by CWEs. This approach addressed the objective of identifying how
attackers exploit systemic design weaknesses, shifting the focus from observable attack behaviour
(TTPs) to the structural conditions that enable such attacks.

e Obijective 3: Proposing a Structured SDLC Methodology and Theoretical Justification
Status: Achieved.

The research proposed a structured methodology for integrating adversarial intelligence into the
Secure Software Development Lifecycle (SSDLC). The proposed mappings between vulnerabilities,
security principles, and design patterns were further strengthened through independent expert
validation, while benchmarking experiments using multiple Large Language Models (LLMs) provided
an independent assessment of the extent to which current Al systems can reproduce expert
architectural security reasoning.

e Research Question 1: What are the common vulnerabilities and primary risk areas targeted by
attackers in current software systems, and how are they linked to design flaws?

Reflection:

The study demonstrated that many vulnerabilities traditionally viewed as implementation errors are
closely linked to underlying architectural design weaknesses. For example, issues such as memory
overlaps (CWE-1260) and uninitialized pointer usage (CWE-824) were shown to arise from the absence
of appropriate structural design controls, such as resource lifecycle management patterns. These
findings support the argument that many exploitable weaknesses originate from architectural design
decisions rather than isolated implementation defects.

e Research Question 2: How can adversarial perspectives and design strategies be integrated into
the Secure Software Development Lifecycle to proactively reduce security risks?

Reflection:

The research demonstrated that integration can be achieved by using adversarial threat intelligence
to guide the selection of architectural design patterns during early design stages. By linking threat
intelligence, structural vulnerabilities, and secure design principles within a single analytical
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framework, the proposed methodology enables a more proactive security posture that emphasizes
design-time mitigation rather than reactive vulnerability patching.

6.3. Key Findings: The "Root Cause" Spectrum

6.3.1. From TTPs to Structural Integrity

The proposed framework demonstrated that adversarial TTPs can be systematically traced to their
underlying structural weaknesses through the ATT& CK-CAPEC—CWE linkage process. Rather than focusing
solely on observable attack behaviour, the methodology enables security analysis to be redirected toward
the architectural conditions that make exploitation possible. This shift from reactive TTP mitigation to
structural root-cause mitigation represents one of the central contributions of the research.

The LLM benchmarking results provided an independent perspective on this finding. While the evaluated
models frequently identified implementation-level mitigations, they demonstrated greater difficulty
identifying the underlying architectural weaknesses and corresponding structural design patterns. This
behaviour reinforces the importance of architectural analysis within the proposed framework.

6.3.2. Cross-Domain Traceability

The research demonstrated that the proposed framework can be applied across both hardware-centric
(Sample A) and software-centric (Sample B) vulnerabilities. Expert validation confirmed the suitability of
the resulting principle and pattern mappings in both domains, supporting the framework's applicability
across a broad range of architectural security challenges.

The benchmarking results revealed that the evaluated LLMs exhibited greater difficulty reasoning about
hardware-centric weaknesses than software-centric weaknesses. This observation reflects a limitation of
current Al systems rather than a limitation of the framework itself, as expert validation demonstrated
strong agreement across both domains.

6.4. Practical Implications for the Software Industry

6.4.1. Intelligence-Driven Architectural Governance

The methodology provides a structured framework that organizations can use to integrate cyber threat
intelligence into architectural security decision-making. By mapping TTPs to CWEs, organizations can move
beyond compliance-heavy checklists and toward evidence-based architectural design. This ensures that
every design decision is backed by the intent to prevent known adversarial exploitation patterns.

6.4.2. Shifting the Responsibility of Al

The findings imply that the software industry must re-evaluate the role of Al in the Secure Software
Development Lifecycle (SSDLC). Instead of using Al to generate code-level patches that react to TTPs, this
research advocates for using Al within the proposed methodology to perform "Architectural Stress
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Testing"—where the Al is challenged to identify the specific CWEs that would allow a known TTP to
succeed.

6.5. Contribution to Knowledge

This research contributes to the field of secure software design by proposing a structured methodology
that links Cyber Threat Intelligence (CTI) with architectural security practices through Common Weakness
Enumeration (CWE) analysis. The study demonstrates how adversary-centric threat intelligence can be
systematically translated into secure design patterns that mitigate entire classes of vulnerabilities at the
architectural level. Additionally, the research provides empirical benchmarking of Large Language Models
(LLMs), revealing their limitations in architectural security reasoning despite strong performance in
vulnerability recognition. These findings highlight the continued importance of structured security
principles and expert-driven architectural analysis in secure system design.

6.5.1. Limitations of the Study

While this research successfully validated a proactive methodology for adversary-centric design, several
inherent limitations must be acknowledged to provide context for the findings.

1. Sample Size and CWE Selection

The study utilized a purposive sample of 46 CWEs to ensure a balanced cross-domain analysis between
hardware and software. While this sample size was sufficient to achieve statistical significance for an
expert-validated study, it does not encompass the entire MITRE CWE List (which contains over 900
entries). Consequently, the performance drops observed during LLM benchmarking are bound to the
specific structural complexities of these 46 curated flaws. The findings cannot automatically be
generalized to predict how LLMs would reason about more niche or highly nested weakness branches
within the broader MITRE taxonomic tree.

2. Expert Validation Scope

Although independent expert validation was conducted to verify the architectural mappings, the
evaluation involved a limited number of reviewers. While their feedback provided valuable domain
insight and yielded a perfect 100% agreement on design patterns, the 19.6% divergence observed at
the security principle layer (driven by structural granularity and contextual prioritization) highlights
that architectural interpretation is not entirely monolithic. A larger or more localized expert panel
might yield different baseline nuances, which could subsequently shift the exact percentage
agreement scores calculated for the LLM pool.

3. LLM Evaluation Constraints

The benchmarking experiment evaluated a selected set of large language models using a zero-shot
prompting strategy. Because the empirical results in Chapter 5 exposed an acute reasoning gap—
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where models frequently reverted to shallow, code-level syntax patches instead of identifying systemic
architectural patterns—it remains uncertain whether this limitation is permanent or merely a
byproduct of the prompt structure. The findings are strictly reflective of static model configurations
and do not account for emerging multi-turn chain-of-thought or agentic architectures.

4. Architectural Interpretation

The mapping between vulnerabilities, security principles, and design patterns involves a degree of
architectural interpretation. Although structured criteria and expert review were used to minimize
bias, the qualitative analysis in Chapter 5 demonstrated that certain software and hardware flaws
possess overlapping root causes (e.g., matching to both Economy of Mechanism and Complete
Mediation). The locked baseline forced a binary correctness metric which may underrepresent the
models' peripheral reasoning capacity when navigating these multi-faceted security boundaries.

Acknowledging these boundaries allows for a more focused transition into the proposed Future Work,
which aims to address these identified gaps through automation and multi-agent systems.

6.6. Recommendations for Future Work

To address the specific reasoning gaps, performance anomalies, and architectural vulnerabilities exposed
by the empirical data in Chapter 5, three targeted avenues for future research are proposed.

6.6.1. Automating TTP-to-CWE Traceability

Future work should focus on automating the mapping between emerging TTPs and the CWEs they exploit.
Developing an automated graph-based Threat-to-Root-Cause translation engine would strengthen the
scalability of the proposed framework, reduce manual effort, and enable continuous integration of
evolving threat intelligence into architectural security analysis.

6.6.2. Fine-Tuning LLMs on Structural Logic

The empirical findings in Chapter 5 revealed a systemic deficiency: while LLMs excel at superficial
vulnerability recognition, they systematically fail to recommend architectural mitigations like Resource
Lifecycle Management or safe initialization states. To bridge this gap, future research should investigate
the impact of fine-tuning language models explicitly on structural secure-by-design taxonomies and
architectural design pattern codebooks, rather than standard code-patch repositories. Benchmarking
these fine-tuned variants using the exact metrics defined in Section 5.2 will determine if semantic
alignment can be translated into genuine architectural reasoning.

6.6.3. Hardware-Level Structural Defence

Given that the cross-domain benchmarking data exposed a stark performance drop when LLMs attempted
to reason about Sample A (Hardware-Centric) compared to Sample B (Software-Centric), there is an urgent
need to extend this methodology directly into Electronic Design Automation (EDA) development
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environments. Future work should explore how hardware-level structural design patterns (such as explicit
signal termination, clock-glitch filters, and hardware-enforced isolation) can be codified into automated
verification checkers. This will ensure that hardware-layer vulnerabilities are eliminated at the synthesis
stage, mitigating physical risks that current Al models clearly struggle to conceptualize autonomously.

These research directions address the primary limitations identified in this study, particularly the current
inability of LLMs to reliably reason about architectural security patterns.

6.7. Final Concluding Statement

In an era where adversarial techniques evolve rapidly, purely reactive security approaches are increasingly
insufficient. This research presents a proactive adversary-centric methodology that links cyber threat
intelligence to architectural design decisions through CWE-based structural analysis. By establishing a
traceable connection between threats, weaknesses, security principles, and design patterns, the proposed
framework supports the development of systems that are inherently more resilient to adversarial
exploitation.

The empirical evaluation further demonstrated that, while contemporary Large Language Models can
assist with vulnerability interpretation, they continue to exhibit limitations when reasoning about
architectural root causes and structural mitigation strategies. These findings reinforce the continued
importance of expert-driven secure design practices and provide a foundation for future research into Al-
assisted architectural security engineering.
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Appendix

Appendix A:

Prompt Design and Template:

Prompt Type: Zero - Shot

Prompt 1:

“Based on the uploaded documents, here is the required logic: CWE-20 (Improper Input
Validation) violates the Complete Mediation principle, which is enforced by the Policy
Enforcement Point pattern. CWE-522 (Insufficiently Protected Credentials) violates Separation
of Privilege, enforced by the Secure Factory pattern (specifically, a Hashing Factory)”

Prompt 2:

“Analyze the following list of CWE IDs and names. Reference the uploaded documents for the
detailed CWE descriptions, Principles, and Patterns.

For each CWE, determine the violated Saltzer & Schroeder Principle and the corresponding
Dougherty/SEI Secure Design Pattern that mitigates it.

Output ONLY a single JSON array containing objects for the mapped data.

JSON structure for each object:

{
"CWE_ID": "CWE-XXX",

n

"Principle_Violated": "...",

n,noon

"Recommended_Pattern": "...

/

List of CWEs to analyse:
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Prompt Type: 'Chain-of-Thought' (CoT)

Prompt:

“Role: You are an expert Cyber-Security Architect specializing in the SEI CERT Secure Design Patterns and
Saltzer & Schroeder Design Principles.

Task: Perform a structural root-cause analysis for each of the following 46 vulnerabilities. For each CWE,
you must follow these four steps:

Step 1: Technical Analysis — Briefly explain the technical mechanism of the weakness.

Step 2: Security Principle — Identify which Saltzer & Schroeder principle (e.g., Least Privilege, Complete
Mediation, Economy of Mechanism, Fail-safe Defaults, etc.) is primarily violated.

Step 3: Pattern Recommendation — Select the most appropriate Secure Design Pattern (e.g., RAll, Input
Validation, Secure Factory, Policy Enforcement Point, Distrustful Decomposition, etc.) to structurally
mitigate this.

Step 4: Justification — Explain how the pattern addresses the root cause.

Output Format: CWE-[ID]: [Pattern Name] | Principle: [Principle Name]

List of CWEs to analyse:
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Appendix B:

MITRE, 2026. Common Weakness Enumeration (CWE). Available at: https://cwe.mitre.org/ [19]

46-CWE Dataset with Mapping:

CWE_ID

CWE_Name

CWE_Description

Attack_IDs

Principle
Violated

Recommended
Pattern

CWE-94

Improper
Control of
Generation of
Code ('Code
Injection')

The product
constructs all or
part of a code
segment using
externally-
influenced input
from an upstream
component, but it
does not neutralize
or incorrectly
neutralizes special
elements that
could modify the
syntax or
behaviour of the
intended code
segment.

[T1053.002]

Economy of
Mechanism

Input Validation

CWE-
680

Integer Overflow
to Buffer
Overflow

The product
performs a
calculation to
determine how
much memory to
allocate, but an
integer overflow
can occur that
causes less
memory to be
allocated than
expected, leading
to a buffer
overflow.

[T1053.002]

Economy of
Mechanism

Input Validation

CWE-
674

Uncontrolled
Recursion

The product does
not properly
control the

[T1053.002]

Fail Safe
Defaults

RAII (Resource
Acquisition Is
Initialization)
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CWE_ID

CWE_Name

CWE_Description

Attack_IDs

Principle
Violated

Recommended
Pattern

amount of
recursion that
takes place,
consuming
excessive
resources, such as
allocated memory
or the program
stack.

CWE-
553

Command Shell
in Externally
Accessible
Directory

A possible shell file
exists in /cgi-bin/
or other accessible
directories. This is
extremely
dangerous and can
be used by an
attacker to
execute
commands on the
web server.

[T1100,

T1505.003,
T1583.004,
T1584.004]

Open
Design

Secure Factory

CWE-
497

Exposure of
Sensitive System
Information to
an Unauthorized
Control Sphere

The product does
not properly
prevent sensitive
system-level
information from
being accessed by
unauthorized
actors who do not
have the same
level of access to
the underlying
system as the
product does.

[T1053.002,
T1614]

Least
Privilege

Clear Sensitive
Information

CWE-
427

Uncontrolled
Search Path
Element

The product uses a
fixed or controlled
search path to find
resources, but one
or more locations

in that path can be
under the control

[T1038,
T1053.002,
T1574.008]

Open
Design

Secure Factory
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CWE_ID

CWE_Name

CWE_Description

Attack_IDs

Principle
Violated

Recommended
Pattern

of unintended
actors.

CWE-
419

Unprotected
Primary Channel

The product uses a
primary channel
for administration
or restricted
functionality, but it
does not properly
protect the
channel.

[T1053.002]

Complete
Mediation

Policy
Enforcement
Point

CWE-
349

Acceptance of
Extraneous
Untrusted Data
with Trusted
Data

The product, when
processing trusted
data, accepts any
untrusted data
that is also
included with the
trusted data,
treating the
untrusted data as
if it were trusted.

[T1053.002,
T1071.004,
T1557.002,
T1590.002]

Economy of
Mechanism

Canonicalization

CWE-
319

Cleartext
Transmission of
Sensitive
Information

The product
transmits sensitive
or security-critical
data in cleartext in
a communication
channel that can
be sniffed by
unauthorized
actors.

[T1034,
T1111,
T1574.008]

Least
Privilege

Clear Sensitive
Information

CWE-
284

Improper Access
Control

The product does
not restrict or
incorrectly
restricts access to
a resource from an
unauthorized
actor.

[T1014,
T1031,
T1050,
T1543.003]

Complete
Mediation

Defer to Kernel
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CWE_ID

CWE_Name

CWE_Description

Attack_IDs

Principle
Violated

Recommended
Pattern

CWE-
150

Improper
Neutralization of
Escape, Meta, or
Control
Sequences

The product
receives input
from an upstream
component, but it
does not neutralize
orincorrectly
neutralizes special
elements that
could be
interpreted as
escape, meta, or
control character
sequences when
they are sent to a
downstream
component.

[T1583.004,
T1584.004]

Economy of
Mechanism

Canonicalization

CWE-
1330

Remanent Data
Readable after
Memory Erase

Confidential
information stored
in memory circuits
is readable or
recoverable after
being cleared or
erased.

[T1053.002,
T1153]

Fail Safe
Defaults

RAIl (Resource
Acquisition Is
Initialization)

CWE-
1325

Improperly
Controlled
Sequential
Memory
Allocation

The product
manages a group
of objects or
resources and
performs a
separate memory
allocation for each
object, but it does
not properly limit
the total amount
of memory that is
consumed by all of
the combined
objects.

[T1053.002]

Fail Safe
Defaults

RAII (Resource
Acquisition Is
Initialization)
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L. Principle Recommended
CWE_ID | CWE_Name CWE_Description Attack_IDs X
Violated Pattern
The product
receives input
from an upstream
component that
specifies attributes
that are to be
CWE- initialized or
. [T1053.002]
1321 Improperly updated in an
Controlled object, but it does
Modification of not properly
Object Prototype | control
Attributes modifications of
('Prototype attributes of the Least Clear Sensitive
Pollution') object prototype. Privilege Information
The address map
of the on-chip
fabric has
protected and
unprotected
Fabric-Address regions
CWE- .
1316 Map Allows overlapping, [T1053.002]
Programming of | allowing an
Unwarranted attacker to bypass
Overlaps of access control to
Protected and the overlapping Least
Unprotected portion of the Common Distrust
Ranges protected region. Mechanism Decomposition
The product
released to market
CWE- Product is released in pre-
. . [T1053.002]
1269 Released in Non- | production or
Release manufacturing Open
Configuration configuration. Design Secure Factory
Improper The product allows
CWE- Handling of address regions to
1260 Overlap Between | overlap, which can | [T1053.002] RAII (Resource
Protected result in the Fail Safe Acquisition Is
Memory Ranges | bypassing of Defaults Initialization)
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e Principle Recommended
CWE_ID | CWE_Name CWE_Description Attack_IDs X
Violated Pattern
intended memory
protection.
The hardware does
not fully clear
security-sensitive
values, such as
keys and
CWE- . . [T1053.002,
Exposure of intermediate
1258 . . T1153]
Sensitive System | valuesin
Information Due | cryptographic
to Uncleared operations, when
Debug debug mode is Open
Information entered. Design Secure Builder
The logic level
used to set a
system to a secure
state relieson a
fuse being
CWE-
unblown. An [T1053.002]
1253
attacker can set
the system to an
Incorrect insecure state
Selection of Fuse | merely by blowing Open
Values the fuse. Design Secure Builder
The CPU is not
configured to
provide hardware
support for
exclusivity of write
CWE- CPU Hardware and execute
. . [T1053.002]
1252 Not Configured operations on
to Support memory. This
Exclusivity of allows an attacker
Write and to execute data
Execute from all of Open
Operations memory. Design Secure Builder
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e Principle Recommended
CWE_ID | CWE_Name CWE_Description Attack_IDs X
Violated Pattern
The product
performs
operations on a
memory buffer,
but it reads from
or writes to a
memory location
outside the
buffer's intended
CWE- boundary. This [T1053.002,
119 may resultinread | T1153]
or write operations
on unexpected
memory locations
Improper that could be
Restriction of linked to other
Operations variables, data
within the structures, or
Bounds of a internal program Economy of
Memory Buffer data. Mechanism Input Validation
The System-On-a-
Improper Chip (SoC) does
Isolation of not properl
CWE- . properly [T1053.002,
Shared isolate shared
1189 T1153]
Resources on resources between Least
System-on-a- trusted and Common Distrust
Chip (SoC) untrusted agents. Mechanism Decomposition
The product
initializes or sets a
resource with a
default that is
CWE- .
intended to be [T1053.002]
1188
changed by the
Initialization of a | administrator, but Policy
Resource with an | the default is not Complete Enforcement
Insecure Default | secure. Mediation Point
Bypassing the
CWE- Struts: Form vP g'
Struts Validator T1190 Economy of
104 Bean Not . R
framework, Mechanism Input Validation
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L. Principle Recommended
CWE_ID | CWE_Name CWE_Description Attack_IDs X
Violated Pattern
Extending leading to
Validation Class unvalidated input
processing.
Failing to sanitize
CWE Improper characters that
140 Neutralization of | separate data from | T1059
Delimiters commands (e.g., Economy of
). Mechanism Canonicalization
Missing filters for
CWE Improper special characters
159 Handling of that can change T1203
Special Elements | the execution flow Economy of
of a program. Mechanism Input Validation
Data loss during
. numeric casting
CWE- Numeric .
. (e.g., long toint) T1068
197 Truncation Error
that bypasses Economy of
range checks. Mechanism Input Validation
Generating
tokens/IDs that
CWE- Predictable can be guessed
T1110
342 Value Range based on the
sequence of Open
previous values. Design Secure Builder
System
architecture
CWE- Insufficient cannot handle high 71499
410 Resource Pool demand, leading RAII (Resource
to resource Fail Safe Acquisition Is
exhaustion. Default Initialization)
Storing
system/a
Plaintext Y / pr?
CWE- . passwords in
Password in L T1552.001
555 o cleartext within
Config File . . . .
configuration files Least Clear Sensitive
like web.xml. Privilege Information
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L. Principle Recommended
CWE_ID | CWE_Name CWE_Description Attack_IDs X
Violated Pattern
Allowing users to
change a SQL
Auth Bypass: . 8
CWE- primary key to
User-Controlled T1078 .
566 access records that Policy
SQL Key
do not belong to Complete Enforcement
them. Mediation Point
Search results
reveal sensitive
Insecure Search
CWE- data to users who
Index T1593.002 .
612 o do not have Policy
Authorization o
permissions for the Complete Enforcement
source file. Mediation Point
Calling security-
critical functions
Incorrect . .
CWE- . with arguments in
Function T1203
683 the wrong order,
Argument Order .
nullifying the Open
check. Design Secure Factory
Leaking system
paths, versions, or
CWE- Missing Custom DB schemas
71082
756 Error Page through default,
verbose error Least Clear Sensitive
messages. Privilege Information
Reading or writing
to memor
Access of . y
CWE- locations
Memory After . . T1068
788 immediately
End of Buffer .
following an Economy of
allocated buffer. Mechanism Canonicalization
Using a length
CWE Buffer Access value that is larger
805 with Incorrect than the actual T1212
Length buffer size during a Economy of
copy operation. Mechanism Canonicalization
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L. Principle Recommended
CWE_ID | CWE_Name CWE_Description Attack_IDs X
Violated Pattern
Using a pointer
CWE Access of variable before it
824 Uninitialized has been assigned | T1068 RAII (Resource
Pointer a valid or safe Fail Safe Acquisition Is
memory address. Default Initialization)
Storing PIl or
encryption keys in
CWE- Insecure Storage | globally accessible 71555
922 of Sensitive Info | locations (e.g.,
world-readable Least Clear Sensitive
folders). Privilege Information
A design flaw
. where security
Architecture
CWE- . layers are
with Incorrect . T1562
1044 collapsed, allowing
Layers
attackers to bypass Open
boundaries. Design Secure Factory
Missing attributes
Missi on objects that
issin
CWE- ] .g . handle data
Serialization o T1027
1066 serialization,
Control . .
allowing malicious Economy of
injection. Mechanism Input Validation
The code does not
. Design vs. match the security
1068 Implementation | design (e.g., an T1059
Inconsistency "internal" port is Open
exposed in code). Design Secure Builder
Ignoring standard
secure codin
Insufficient . &
CWE- conventions,
Adherence to . T1027
1076 . making the code
Conventions .
unpredictable and Open
hard to audit. Design Secure Factory
CWE Unencapsulated | Exposing low-level
1105 Machine- hardware or T1068 Open
Dependent Code | register logic Design Secure Builder
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L. Principle Recommended
CWE_ID | CWE_Name CWE_Description Attack_IDs X
Violated Pattern
directly to the
application layer.
A hardware design
Hardware Child flaw where
CWE- L
1276 Block security signals T1195
Misconnection (like 'Reset') are Open
misrouted. Design Secure Builder
Secret keys or
. . debug pins are
Confidential Info . .
CWE- . accessible to third-
Accessible by T1195.002
1297 party
OSAT .
assembly/test Least Clear Sensitive
vendors. Privilege Information
Hardware limits
CWE Missing Write (voltage/clock) are
1314 Protection for modifiable by T1565 Policy
Parameters software without Complete Enforcement
authorization. Mediation Point
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Appendix: Ethical Considerations

As part of the Master’s degree process, an ethical review form was completed and approved prior
to the commencement of the study. The research has been conducted in full accordance with
the ethical standards outlined in the review form.

To maintain privacy and confidentiality, all data has been anonymized. No personally identifying

information is included in the analysis or findings. Email communications related to the study are
available upon request for verification purposes.
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